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Introduction:
The need for security in computing systems is growing as critical services are becoming increasingly dependent on interconnected computing systems. The increased awareness of the need for security has resulted in an increase of efforts to add security to computing environments. However, these efforts suffer from the flawed assumption that security can adequately be provided in application space without certain security features in the operating system. In reality, operating system security mechanisms play a critical role in supporting security at higher levels.
The necessity of operating system security to overall system security is undeniable; the underlying operating system is responsible for protecting application-space mechanisms against tampering, bypassing, and spoofing attacks. If it fails to meet this responsibility, system-wide vulnerabilities will result. 
1.1. Goals: The security goals of a typical computer system can be classified as:
· Data Confidentiality

· Data Integrity
· System Availability
1.2. Threats: The security threats can be classified into the following:

· Denial of Service: Attack against availability Eg.fork processes until system crashes.
· Exposure of data: Attack targets confidentiality.

· Tampering: An unauthorized entity modifies an asset. This is an attack on Integrity.

· Fabrication: An unauthorized entity plants objects into the system and makes them look as if they are from an authorized user.
2. Need for OS support for Security: Here the significance of OS support for application level security mechanisms is illustrated using the example of Access control. The same argument applies to all application level security mechanisms that inherently rely on the OS to ensure the integrity of their policy files etc.[1]
Eg. Access Control: An application-space access control mechanism may be decomposed into an enforcer component and a decider component. When a subject attempts to access an object protected by the mechanism, the enforcer component must invoke the decider component, supplying it with the proper input parameters for the policy decision, and must enforce the returned decision. A common example of the required input parameters is the security attributes of the subject and the object. The decider component may also consult other external sources in order to make the policy decision. 

If a malicious agent can tamper with any of the components in the access control mechanism or with any inputs to the decision, then the malicious agent can subvert the access control mechanism. Even if the components and all of the inputs are collocated within a single file, the operating system security mechanisms are still relied upon to protect the integrity of that file [1].
3. Protection Mechanisms

3.1.User-oriented access control: 
This usually involves authentication of the user. Authentication of an user is usually based on 
· what he knows(password) (relevant from the OS perspective)
· what he has(smart card) 
· What he is (Biometrics)
3.1.1.Authentication using Passwords: Threats:

· Dictionary attack: Where an intruder tries most commonly used passwords from a password dictionary.
Ken and Thompson[8] compiled a list of likely passwords and compared those to the system password file. Over 86% of the passwords were present in the list. This shows that the average user chooses simple passwords that can be advantageous to an intruder.
3.1.2Password protection:

Morris and Thompson implemented a scheme that would render the dictionary attack computationally difficult. In this technique the password is initially concatenated with a random number (salt) and then encrypted. 
3.1.3 Improving Password Security:Password Selection Strategies:
· Computer-generated random passwords(preferably pronounceable passwords)

· Reactive Password checking: Check periodically to see if a password is weak and suggest to the user to change his password.

· Proactive Password Checking: Guide the user and ensure that he chooses a string password.

3.1.4 One-time Passwords:

 Lamport[9] devised a scheme which can be used by an user to log in securely even in the presence of eavesdroppers. Lamport’s scheme allows the user to have a one time password without having to remember a list using one way hash function. 

4.  Data Oriented Access Control:
4.1 Access Matrix: A computer system contains many objects that need to be protected. An access matrix represents the permissions or access rights a subject enjoys on an object. 

· Subject: An entity that can access objects.Eg.Process

· Object: An entity to which access is controlled. Eg.System resources

· Access rights: The permissions that the subject enjoys on an object. 

An access matrix is usually sparse. So we either implement it by decomposing it into rows (Capability list) or columns(Access control lists).

5.Intrusion Detection:

Intrusion detection is based on the assumption that the behavior of an intruder differs from that of a legitimate user in ways that can be quantified.

5.1 Traditional approaches:

Porras in his thesis[2] discusses the following approaches for intrusion detection.

· Statistical Anomaly Detection: Compares present behavior to previous observed behavior. This can be done on an approach independent of user or a per user approach. 

· Threshold detection: Defining thresholds for the frequency of various events

· Profile based: Profile for each user’s activity is maintained.

· Rule-based detection: Define a set of rules to decide that a given behavior is that of an intruder.

· Anomaly Detection: Detect deviation from previous usage patterns.

· Penetration Identification

 After detecting an intrusion, the system administrator must be able to

· Identify how the intruder gained access to the system

· Identify the damage inflicted on the system

· Fix the vulnerability that caused the problem.

5.2 Intrusion Source Detection:
For this, Samuel and King[3] have developed a tool(Back Tracker) which performs the above tasks.
The goal of BackTracker is to identify automatically potential sequences of steps that occurred in an intrusion. Starting with a single detection point (e.g., a suspicious file), BackTracker identifies files and processes that could have affected that detection point and displays chains of events in a dependency graph. The operating system must ensure this security mechanism so as to prevent attacks against the tools themselves.

6. Protection of Memory:
Multiprogramming brings about the need to protect memory, I/O devices, programs and other system resources while sharing. Protection of memory can be achieved in a virtual memory scheme where different processes can be allocated different segments and sharing can be implemented by specifying which segments need to be shared.

6.1 Security against Buffer overflows attack:
Buffer overflow attack occurs when a program overwrites a return address or code of other program. The operating system must ensure that this can be thwarted efficiently. Crispin et al discuss this [7] and suggest a mechanism (StackGuard) to address this problem.
 The basic idea behind StackGuard is to recompile programs to include one of the two below-mentioned ways to prevent or detect return address overwrites. The gcc supplied function_prologue and function_epilogue handlers are used to achieve this.

· Insert a word of known data, called the "canary", before the return address. A standard linear buffer overflow attack is thwarted since it would overwrite the canary value as well. Canary is inserted in function_prologue and checked in function_epilogue parts of gcc. 

· Use "MemGuard" to render the return address ReadOnly. Two ways of doing this: 1. Mark the entire page read-only and trap the page-faults, emulating writes to everything else except return address. Very expensive. 
2. Use special Pentium debug registers to throw exceptions when the return address is overwritten. Moderately fast but very architecture specific.
7. Malicious Software: 

These type of threats are due to Viruses, Trojan horses, Worms etc.
Anti-virus approaches:
7.1 Generic Decryption: This technology enables detection of even the most complex polymorphic viruses. It uses a virtual CPU emulator and scans the code for virus signatures.
7.2 Trojan Horse defense:  The system can be made immune to Trojan horses by using a combination of Mandatory and discretionary access controls as explained in the next section.
8. Trusted systems:  A trusted system is one which enforces the complete mediation of every access to protected resource through a reference monitor whose veracity can be verified while protecting its own integrity. 
8.1 Multi level security: Here multiple categories or levels of data are defined 
· A mandatory security policy is considered to be any security policy where the definition of the policy logic and the assignment of security attributes is tightly controlled by a system security policy administrator. Mandatory security can implement organization-wide security policies.

· A discretionary security policy is considered to be any security policy where ordinary users may be involved in the definition of the policy functions and/or the assignment of security attributes

Bell-La Padula model:  This multilevel security model has the following rules of information flow. 

· A process can only read objects at its level or higher.

· A process can only write objects at its level or higher.

This model ensures confidentiality whereas the Biba model ensures Integrity.

Biba model:

· No write up.

· No read down.

A combination of both of these models can ensure protection against the threat of  Trojan Horse.

The following mechanisms are useful to simplify the security administration in large systems

Lattice based access control: The lattice based model[4] can be used to specify a set of security classes and the relation specifying information flow that can be allowed from one class to another.
Role based Access control : (RBAC)
A role is a named job function that describes the authority and responsibility conferred on a member of that role. Sandhu[5] describes a framework(RBAC) to specify Users, roles, permissions and sessions. The RBAC3 model can be used to specify role hierarchies and constraints too.
8.2 A Virtual Machine based Approach:
  Garfinkel et al [6] describe an architecture for trusted computing(Terra), that allows applications with wide range of security requirements to run simultaneously on commodity hardware. This is achieved by using a trusted virtual machine monitor(TVMM) that partitions a tamper-resistant hardware platform into multiple isolated virtual machines, providing the appearance of multiple boxes on a single,general purpose platform.
9. Mobile code:

Viruses and worms are programs that get onto a computer without the owner’s knowledge and against his will. There has been significant growth in the use of software from sources that are not fully trusted. Examples of untrusted or partially trusted software include: document handlers and viewers and mobile code (applets, JavaScript, ActiveX).
The typical protection mechanisms employed are Sandboxing, Interpretation and Code signing.

9.1.1 Sandboxing:

The basic Java Security Model is based on the notion of “sandboxing.” The system relies on the type-safety of the language in conjunction with the Java Security Manager to prevent unauthorized actions. This method attempts to confine each applet to a limited range of virtual addresses enforced at runtime.
9.1.2 Interpretation: In this technique, the untrusted applets are run interpretively and actual control of the hardware is never given to them.
9.2 Mechanisms for Helper Applications and Untrusted code:

Goldberg et al[10] developed Janus, a secure environment for untrusted helper applications, by taking advantage of the Solaris process tracing facility. In this environment they restricted the program’s access to the operating system by intercepting and filtering all dangerous system calls via the Solaris process tracing facility.

Sekar et al [11] describe a new approach called model-carrying code (MCC) for safe execution of untrusted code. At the heart of MCC is the idea that untrusted code comes equipped with a concise high level model of its security-relevant behavior. This model helps ridge the gap between high-level security policies and low-level binary code, thereby enabling analyses which would otherwise be impractical. For instance, users can use a fully automated verification procedure to determine if the code satisfies their security policies. Alternatively, an automated procedure can sift through a catalog of acceptable policies to identify one that is compatible with the model. Once a suitable policy is selected, MCC guarantees that the policy will not be violated by the code.

Conclusion
Evidently, the field of security in Operating systems is vast. Here a diligent effort is made to cover as much as possible with particular attention to recent technologies like the Virtual machine based approach, Backtracking Intrusion detection and protection against Buffer overflow attacks etc.
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