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1. Introduction

This document presents a formal design for the first iteration of the Apache Audit Capability Project. We begin this document with a brief introduction to both the project and the formatting of this document and then we present the design specification. Readers who want a general description of the design can refer to the system overview in Section 2. Subsequent sections provide increasing detail on the organization of the Apache Audit Capability Project and assume that the reader is familiar with the basic concepts of POSIX operating systems, e.g. sockets, processes, signals, etc.

For this iteration, we are concerned with creating a vertical solution to the system that captures the program flow of the Apache HTTP server.  This goal means that we are (1) interested in constructing a simple system that can recognize a small set of audit events and produce a minimal audit trail entry.  And we are (2) interested in mapping the program flow of the Apache HTTP server.  Although the eventual goal of any auditing system is to capture decision points, which are instances during program execution where the software makes a decision, we first need to understand the program flow, because decision points occur during, and often affect, the path of the program flow.

Future iterations can increase the number of recognized events, the amount of audited data, and audit true decision points, rather than program flow.

1.1. Name Spaces

Since our project requires integration with an existing product, it is imperative that we do not create entities that conflict with existing pieces of the Apache HTTP server.  Therefore, we have created the Audit name space.  Entities within our system, from high-level modules down to individual function names, are prefixed with the string “audit” in some fashion.

Although the creation of this name space removes ambiguity from our system, it can make documentation irritatingly repetitive because of constant references to the Audit X or the Audit N.  Therefore, for the purposes of documentation, we will use the following shorthand:

· The system refers to the deliverable program of the Apache Audit Capability Project.
· The server refers to the Apache Hyper Text Transfer Protocol Daemon (HTTPD).
· The Index refers to the Audit Index module.

· The Receptor refers to the Audit Receptor module.

· The Encoder refers to the Audit Encoder module.

References to existing Apache entities will be made clear throughout the text.  For example, references to Apache Worker processes will be written as “Apache Worker” at when they first appear in a section. 

1.2. Purpose

The purpose of this project is to develop a module for, or modify the audit capability of, the server to capture attempted security breaches.  This developed module will log information about the attack as well as what possible changes, or breaches may have occurred on the host system and ultimately, prove the benefits of additional server-specific audit data.  An example given by sponsor representative, Mr. Mark Feldman was e-business' credit card data being stolen.  The module should be able to capture the number of credit card numbers stolen, the owners of the numbers, along with date and time of the attack.  Prior to this type of implementation, an e-business owner may never realize that his/her data had been compromised.  With this implementation, an e-business owner will be able to use the information to make appropriate business decisions.   

The operating system and machine type on which this project will be developed will be decided based on the availability of equipment at NCSU.  Once the equipment has been acquired, the team will thoroughly research audit capabilities of the chosen operating system to enhance the team's ability to analyze the breaches of security in a useful way.  At the end of the semester, the team will write a formal report to the McAfee research team.  This report will have an explanation of the problem, explain the team's research and project implementation, and the results and/or knowledge that the team learned from the project.

This project is a natural progression in software design for web server applications.  Audit capability is being added to COTS (Commercial Off The Shelf) software, but is not being integrated into critical server applications that make their own security decisions, like the server.  Mandatory access controls and other security measures are increasingly being used on commercial web servers, but they are not common and proper configuration is difficult.  Even with the proper configuration, attacks are still possible and it is imperative to identify the violation and understand its ramifications.

1.3. Server Overview

The purpose of this section is to provide a general overview of the request handing process of the server.  This survey is included because our system operates within the context of the server, and therefore basic knowledge of the server is required in order to understand our design.

A request is a connection that is established by a client with the server in order to obtain data from the server.  The server responds to requests with a response, which usually contains the data that the client requested.  Requests can either be external to the server, meaning that they were initiated by a remote entity, or internal, meaning that they originated from within the server.  

Regardless of their origin, requests contain information about the initiating client (e.g. user name, web browser type, operating system type, etc.) and a request for a specific resource controlled by the server.  A resource may be a file, directory, program, etc.  The server uses the client's information and requested resource to determine the appropriate response, which is either the resource or some error message.  For example, if the client's requests access to a password protected directory and the client's information contains the incorrect password, then the server would respond with an error code.

In order to have the ability to service requests for a wide variety of resources, the server delegates each request to a series of modules.  A module is a component of the server that is designed to handle requests for a specific resource.  For example, the server has a module for files, directories, programs, etc.  Each time a request is made to the server, each module inspects, and optionally operates on, the request.  

Modules perform inspection and alteration by registering hooks with the server.  When the server receives a connection from a remote client, it steps through a predefined set of steps, called stages, that begin with the receipt of a connection and end with the server providing a response to the client. At each stage, the server allows the hooks registered by each module to inspect the request.  Hooks are similar to small, extremely generic functions that perform a wide variety of tasks such as authenticating users and loading the server resources from storage.  Hooks that are responsible for generating the server’s response to a request are called handlers.

A handler is a small program that the module registers with the server before any requests are received.  When a handler is finished with the request it can perform one of three actions:

1. Tell the server that it has successfully handled the request.

2. Tell the server that it has reconsidered, and is no longer interested in the request.

3. Tell the server that an error has occurred.

In the first case, the handler is allowed to send a response to the client.  In the second case, the server offers the request to each of the remaining modules.  If no modules are interested in the request, or if the third case (above), an error response is sent back to the client.

A single handler always generates the response for each request.  In order to provide even greater flexibility, the server also includes the concept of filters.  A filter is a small program that modifies the request before a handler generates a response, input filters, or the response after it is generated by a handler, output filters.  Like handlers, filters are registered with the server before any requests are received.  Unlike handlers, multiple filters can modify the request/response data as it passes through the server.

In many respects, the server is similar to an assembly line.  The client places a request with the server that is labeled with his or her information and a request for a specific resource.  The request travels through a series of input filters, each of which can modify the client information or the requested resource.  Next, the request passes by a series of hooks, one of which will be a handler that claims the request and generates a response.  The generated response passes through the output filters that may add, remove, or modify portions of its content.  Finally, the response is delivered to the client.
1.4. Correctness and Completeness

We have endeavored to ensure that the design presented in the following sections is both correct, in that it describes a workable structure for the system, and complete, meaning that it provides an adequate description to allow the creation of a system using only these specifications and any referenced documents.  Unfortunately, our attempts to obtain these two goals have been frustrated by the lack of a Solaris development environment in which to test our theories.  Therefore, our current design is based on an understanding of both the server and the Solaris auditing capabilities that is conceptual and has not been proven.  Due to rigorous research on the part of the design team, we believe that our understanding of the system is correct, but some information could not be obtained via research and will require the development and execution of prototypes.  When the design was impacted by this lack of information, we have made note of it.

2. System Overview

This section provides a description of the modules of the system and how they interact in order to transport an audit event from its occurrence within a server process to the audit trail maintained by the operating system.  We conclude this section by discussing the advantages of our design approach.

The diagrams presented within this section are meant to represent the structure of the system, and are not intended to be data or control flow diagrams.  Within all of these diagrams, notations of the form <<root>> denote the privilege level at which a particular entity operates.

2.1. Modules

The system consists of several modules, each of which has its own responsibilities.

· Index – The Index maintains a collection of m auditors.  Auditors are small programs that are responsible for collecting the data relevant to an audit event and forwarding the audit data to the Receptor.  The Index is also responsible for maintaining the interface between the auditors and the Receptor.

· Receptor – The Receptor is a child process of the Apache server that acts as a miniature, auditing server.  The Receptor receives incoming audit data from auditors and delegates the task of placing the audit data in the operating system’s audit trail to one of p encoders.

· Encoder – Encoders are processes that transform, or encode, the audit data that was originally collected by an auditor into a format recognized by the operating system and then pass the encoded audit data to the operating system.

2.2. Integration

The system modules are integrated with the server as indicated in Figure 2.1.  This diagram details the position of the modules within the server relative to the existing Apache server entities and the path of audit data as it travels between each entity in the system.  These entities are:

· Apache – The core Apache server process. This process is initiated by a root user and retains root status.  It creates a set of n worker processes to service client requests.

· Workers – These child processes of the Apache server process operate with user level privileges and service incoming client requests.

Our audit subsystem begins with the interface between the workers and the Index and ends with the interface between the Encoders and the operating system.  Therefore, our system only needs to maintain two external interfaces.  These interfaces are detailed in Section 4.1 and Section 4.3, respectively.
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Figure 2.1: Apache Structure with Audit Subsystem

2.3. Operation

At an abstract level, the process of auditing and event is quite simple.  During the process of normal operations, the worker processes will encounter an event that should be audited, an audit event.  The worker process invokes an auditor, which is contained in the Index, for that event to collect data for the audit event (Section 4.1).  Note that auditors are tied to events, and not to workers.  A worker will call a variety of auditors in the process of servicing a request.  Once the auditor has collected the appropriate audit data it sends the aggregated data to the Receptor. (Section 4.2)  Importantly, once the audit data is sent to the Receptor, the worker process can resume execution.  It is not required to wait for the audit data to travel to the operating system.

The Receptor creates an Encoder (Section 4.3) process that will translate the data collected by the auditor into the BSM format (Section 5) and then place the formatted data in the operating system’s audit trail.  Note that the Receptor, and the Encoder processes that it spawns, operate with root privileges.  The Encoder modules operate as a super user because they modify the audit trail, which requires root access, and the Receptor operates as root because it must possess root privileges in order to create the Encoders.

Once the BSM formatted audit data has been passed to the operating system, it is out of the system’s control.  The Encoder that was created to encode and audit the collected audit data terminates.

2.4. Advantages

As noted in Section 1.4, our understanding of the Apache server and Solaris operating system is not yet complete.  Therefore, our primary design advantage is that it minimizes the impact of these misconceptions.  As indicated in Figure 2.2, we maintain a single interface with Apache and a single interface with Solaris.  Therefore, the audit subsystem acts as a pipeline that transforms audit events into audit trail entries.
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Figure 2.2: Audit Subsystem as a Pipeline

We also had a secondary goal of having minimal impact on the performance of the server.  The beginning of performance-wary design is present in this simple structure because of the disjoint between auditors and the Receptor.  Since the auditor, which is executed by the worker, does not need to wait for the entry to be made in the operating system’s audit trail, it can continue execution.  Therefore, the only overhead added to each worker is the collection of the audit data and the transmission to the Receptor.

3. Data Flow

In this section we temporarily ignore the system’s structure in order to provide a view of the audit data as it flows through the system.  The flow of audit data is summarized in Figure 3.1.

Audit event data is only generated when a server process, such as a worker process, encounters an audit event. Therefore, all audit event data flows begin with a server process.  When an audit event is encountered, the worker process provides an auditor with a set of context specific data, i.e. data that is only available to the process itself at its current point of execution.

The auditor combines the context specific data with data that it collects from the server environment, such as server configuration settings.  This aggregated data is then forwarded to the Receptor across a socket connection inside of a UDP (User Datagram Protocol) packet. The Receptor does not truly process the data that it receives from the auditor, but it does remove it from the UDP packet and forward the data to the Encoder.
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Figure 3.1: Audit event data flow

The Encoder is then responsible for encoding the audited data into the BSM format (Section 5).  This encoding process requires deconstructing the data from the Receptor and formatting it using operating system functions.  Once the data is properly formatted, the Encoder sends the BSM formatted audit data to the operating system so that it can be entered into the audit trail.

4. Module Specifications

The Apache subsystem is composed of three main modules:

· The Index module

· The Receptor module

· The Encoder module

These modules are presented in detail in the following sections.  Within each of these sections, we have enumerated discrete statements that summarize design decisions by placing (DR#), meaning design point, after such statements.  In theory, if a developer were familiar with the vocabulary of the system, he or she would understand the implementation by reading only these statements.  These design points are also used to cross-reference our requirements (Section 7).

4.1. Index Module

The Index module contains a collection of functions, called auditors, that aggregate data when an audit event occurs.  Auditors store collected data in a Package data structure (Section 4.1.2.3.1) and sends the Package to the Receptor module using helper functions within the Index.  The Receptor (Section 4.2) is responsible for saving the audit event in the operating system's audit trail.

In this section, we examine the internal workings of the Index. We begin by explaining the purpose behind the module's structure and proceed to examine the components that constitute it.  Finally, we describe the generic processes involved in initializing and invoking the module as well as descriptions of the Index's role in specific audit events.

4.1.1. Purpose

The Index represents the Audit Subsystem's interface with the server.  Server routines will make calls to the Index in order to record audit events in the audit trail.  Any misconception of the inner workings of the server is therefore restricted to the Index and can be corrected with minimal impact on the rest of the system.  Therefore, from a non-functional standpoint, the primary purpose of the Index is to encapsulate knowledge of Apache.  Functionally, the Index provides the auditors that collect audit data.

4.1.2. Components

The Index is comprised of the following elements.

4.1.2.1. Auditor Map

The auditor map is a data structure that contains an n-to-1 mapping between unique identifier strings and auditors. (DP1)  This relationship means that, while an auditor may be referenced by many identifiers, an identifier can only be associated with a single auditor.  Each identifier string in the map represents an audit event within the system, and its associated auditor is designed to aggregate the audit data for that event. (DP2)

Index identifiers are separated into three namespaces in order to ensure uniqueness. (DP3)  These namespaces prefix the identifier such that the event “http_create_process” in the hook namespace would become “hook_http_create_process.”  The namespaces are:

4. 1. admin – Reserved for administrative processes such as startup and shutdown or the loading of a module.

5. 2. hook – Used for all events that originate in hooks.

6. 3. filters – Used for all events that originate in filters.
The auditor map contains provides the following interface to the server:

void* audit_get_auditor(“namespace_unique_id”)

The invoker supplies the unique id string and the map replies with an auditor to handle the event.  Notice that the type of the auditor is not specified; the invoker must know the type of the returned auditor when it makes the function call. (DP4)  See Section 4.1.2.2 for information on the usage of auditors.  In the event that a unique identifier is requested and no associated auditor is found, the auditor map sends a Package to the Receptor detailing the failure and returns the special value NULL to the invoker. (DP5)

4.1.2.2. Auditors

Recall that auditors are functions that collect and dispatch Packages of data for audit events.  In terms of the C programming language, auditors are callback functions because they are accessed via function pointers.  We are using callback functions to collect audit data for two primary reasons:

7. The callback idiom is prevalent throughout the server architecture and is the preferred mechanism for implementing extensible subsystems.

8. The widespread usage of callback functions within the server causes numerous contexts for the collection of audit data.  For example, at audit event A the system may have access to a set of data {e,f,g} while at audit event B the system may have access to the data set {h}, where {e,f,g} and {h} have no elements in common.  Therefore, it is impossible to construct a single interface that can account for all possible contexts.  Instead, we provide at least one auditor for each context.
Although there are many auditors, they all conform to a specific contract. (DP6)  The terms of the contract are:

· Auditors may have any number and type of formal parameters. (DP7)  

· All auditors must have a return type of void*. (DP8)  The auditor itself may always return the special value NULL, but the auditor must be declared with the return type of void*.

· Each time an auditor is invoked, it must complete and send a Package to the Receptor using the send routines in the Index. (DP9)  If audit data is collected successfully, the Package contains the aggregated data, if there is an error during collection the Package contains the specifics of the error.
Notice that the tenets of this contract simplify the task of invoking an auditor returned by the Index.  Recall that the invoker of the audit_get_auditor interface must know the type of the auditor returned by the Index (Section 4.1.2.1).  The auditor contract guarantees that the only portion of the function type that can fluctuate are the formal parameters.  Since the invoker of audit_get_auditor is presumably going to invoke the returned auditor with a set of actual arguments, we assume that the invoker will know the types of those arguments a priori.  From our survey of the server implementation, this is a safe assumption.

4.1.2.3. Send Routines

The send routines accept Packages from auditors and send an encoded Package to the Receptor.  These routines control the messaging interface between the Index and Receptor.  We require that auditors use the send routines in order to minimize the effort required to implement changes to this messaging interface.  The send routines provide the following interface to the auditors:

void audit_auditor_send(Package)

Where Package is a Package data structure that has been completed by the auditor.  Invoking this interface causes the send subroutines to encode the Package using the Package protocol and send it over a socket connection to the Receptor.  This send is done in a non-blocking manner so that the worker process can continue to service the request.  The location of the socket is read from the apache_audit.conf file in the server's configuration directory.

4.1.2.3.1. Package

The Package is a simplified data structure that allows audit data to be easily collected.  It represents the data only, with no formatting applied.  In this context, the Package can be described as the data while the BSM format (Section 5) is a view of that data.  Therefore, the Package separates the data and view.  The Package consists of the following fields:
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Figure 4.1: The Package data structure

· audit_level – The audit level is the threshold at which the event should be audited (DP10).  It has one of three values: (1) DETAILED, (2) BASIC, (3) MINIMAL.

· creation_time – The time at which the audit event was triggered. (DP11)

· pid – The process identifier of the process that encountered the audit event. (DP12)

· remote_ip – The Internet protocol (IP) address of the client that caused this audit event. (DP13)  This information is not always available, so this field may be empty.

· authenticator – Authenticates the Index  to the Receptor and thereby prevents any unwanted data from being inserted into the audit trail which may come from any malicious program.  (DP14)  This field contains some unique secret value that is shared by both the Index and the Receptor.

· user_name – The server user name of the client that caused this audit event. (DP15)   This information is not always required or available, so this field may be empty.

· desc – A textual description of the event.  (DP16)  This field is optional, so it may be empty.

4.1.2.3.2. Package Protocol

In order to send the Package to the Receptor over a socket connection, the Package must be translated into a sequence of bytes.  This translation is performed in accordance with the Package protocol.  The protocol is essentially a linearization of the Package data structure.  A Package is translated with the protocol to form a UDP packet.

The Package protocol consists of three segments:

9. Header – contains information about the entire packet.

10. Fixed size data – contains fixed width fields.

11. Variable size data – contains variable width fields represented as (size, data) pairs, where size is a fixed width field that contains the length of the following data field.
A packet has the format shown in Figure 4.2, given the description of the Package structure in Section 4.1.2.3.1.
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Figure 4.2: Package packet

· rem_size – the size of the remainder of the packet.

· The next four fields are fixed width fields and correlate directly to the fields in the Package.

· The remainder of the packet contains variable length fields.  Each variable length field is prefixed by a fixed width field that contains its size.  This construct is necessary so that we do not need to impose strict restrictions on the length of fields that contain arbitrary data, such as the authenticator and desc fields.

4.1.3. Index Operations

The Index has two modes of operation (1) initialization and (2) service.  The index does not require a termination, or tear down, phase.  Each server process that uses the Index must initialize the module before it can take advantage of its services.

4.1.3.1. Initialization

The main purpose of the initialization phase is to populate the Index with auditors.  For this iteration, all auditors will be defined within the Index module itself so that they will be easy to locate and have minimal impact on the existing server source code.  Server processes that need to utilize the Index may initialize it via the following interface:

void audit_init_index()

The interface will load each unique id, auditor pair that is contained within The Index module into the auditor map.  After this interface is invoked, the Index is ready for use.

4.1.3.2. Service

After initialization, the Index only operates when the audit_get_auditor interface is invoked.  The following algorithm, which is generalized in Figure 4.3, is followed for each invocation:

I. Worker process encounters an audit event and invokes audit_get_auditor(“namespace_unique_id”)

II. The auditor map searches for “namespace_unique_id”

III. if a match is found

A. return the auditor

B. The worker process invokes the auditor(with, contextual, arguments)

1. The auditor collects data from its arguments and the surrounding server environment.

2. The auditor places the collected data in a Package

3. The auditor invokes the audit_auditor_send(Package) interface.

a) The send routines translate the Package using the Package protocol.

b) The send routines send the Package in a non-blocking fashion to the socket specified in the apache_audit.conf file, located in the server's configuration directory.

IV. else a match is not found

A. The Index generates an error message Package.

B. The Index invokes the audit_auditor_send(Package) interface.

1. The send routines translate the Package using the Package protocol.

2. The send routines send the Package in a non-blocking fashion to the socket specified in the apache_audit.conf file, located in the server's configuration directory.

V. return the special value NULL
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Figure 4.3: The event service

4.1.4. Audit Events and the Index Module

Each audit event necessitates communication with the Index.  In this section we present sequence of events, with relation to the Index, for the following audit events (see System Requirements Document 1):

12. Startup

13. Shutdown

14. Hook entry and exit

15. Filter entry and exit

Note that the audit events for content handlers, which actually service a request, and connection initialization, that occurs when a remote client makes the initial connection with the server, are not detailed in this section. They are absent because both of those audit events are instances of hooks.  Therefore, they have the same sequence, with relation to the Index module, as hooks and add no additional information.

In the following sequence diagrams, messages of the form event(IDENTIFIER) are references to the process detailed in Figure 4.3.

4.1.4.1. Startup
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Figure 4.4: Startup audit event with respect to the Index

For the startup event, the root user starts the server which immediately loads spawns the Receptor. (DP17)  Once the Receptor is active, it audits the startup audit event and proceeds with the remainder of the startup process. (DP18)

The unique identifier for the startup auditor is “admin_startup.” The startup auditor takes no arguments and returns NULL.
4.1.4.2. Shutdown
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Figure 4.5: Shutdown audit event with respect to the Index

During the system shutdown, the server begins the process by stopping all of the worker threads. (DP19)  Next, it audits the shutdown event and then terminates the Receptor. (DP20)  Finally, the server process exits. (DP21)
The unique identifier for the shutdown auditor is “admin_shutdown.” (DP22)  The shutdown auditor takes no arguments and returns Null. (DP23)
4.1.4.3. Hook Entry and Exit
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Figure 4.6: Hook audit events with respect to the Index

Hooks are server callback functions that perform tasks ranging from accepting client requests to generating server responses.  They follow no standard interface beyond their return value, which must be one of OK, DECLINE, or an error code. However, hooks are defined via C preprocessor macros, so we will be able to insert calls to the Index that will capture these events.
Hooks are invoked at various points, known as stages, throughout the execution of the server.  In Figure 4.6, we show the beginning of a hook stage as the instigator of the hook events.  The worker process running the hook will audit both before and after the invocation of the hook callback. (DP24)
The unique identifiers and format of the auditors for hooks are currently unknown because we do not know the number or types of hooks employed by a running server.  We will be able to define hook auditors once obtain a working server.

4.1.4.4. Filter Entry and Exit

[image: image10.png]Bucket
Brizade

Worker Index Filter Receptor
<auser> (ibrary) Gibrary) <<roon>
T T T T
' ' ' '

| ' '

L]

]

4|_mm_>|j





Figure 4.7: Filter audit events with respect to the Index

Filters are pipelines that alter request and response data as it travels through the server.  As shown in Figure 4.7, filters are invoked in the order that they appear in the bucket brigade data structure, which is defined by the server.  In a similar fashion to hooks, the worker process will audit both before and after the invocation of the filter on the request or response data. (DP25)

As with hooks, the unique identifiers and format of auditors is unknown for filters because we have been unable to observe their operation in an active server. We will be able to define filter auditors once we obtain a working server.

4.2. Receptor

The Receptor module is primarily responsible for receiving the audit package from the Auditor Index module and then passes it over to the Encoder module for further processing. (DP26) The Receptor module receives the audit package as an UDP packet and then forks a child process that contains the Encoder module that further processes the Audit package. (See section 4.1.2.3.1)

4.2.1. Components

Statically, at the source code level, the Receptor module contains the Encoder module. (DP27)  The Receptor module contains the following phases:

16. Initialization

17. Protocol Setup

18. Datagram Reception

19. Child Forking

20. Post Child Forking

21. Shutdown Phase

4.2.1.1. Initialization

The Protocol setup phase is performed when the Apache core process initially invokes the Receptor module when the Apache server starts up. (DP28)
We chose to use the UDP protocol since we are sending and receiving network packets on the local host itself which obviates the need for a reliable connection oriented protocol like TCP. This design choice enhances performance due to the reduction in overhead associated with a connection oriented protocol.

4.2.1.2. Protocol Setup

The Protocol Setup phase consists of the following steps:

22. The Receptor module creates a UDP socket using the ‘socket’ library call.

23. The module then binds the socket to a port number. This port number is selected from the unused port numbers that are available to evade conflict with any other software system running on the same host machine. 

24. The Receptor module then records the port number (that it was successfully able to bind to) in a file named apache_audit.conf which is placed in the Apache configuration directory.

The Protocol setup phase is represented in Figure 4.8.
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Figure 4.8: Protocol Setup phase

The following phases are encapsulated in an infinite loop and hence handle all the incoming audit package datagrams until the module is terminated (when it receives a shutdown message). (DP29)
The high level flow chart for the Receptor module is provided here (Figure 4.9) so that it can be referred during the discussion of rest of the module.
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Figure 4.9: Receptor module flowchart

4.2.1.3. Datagram Reception

The Datagram Reception phase consists of the following steps:

25. The Receptor module then listens on the above port number for any incoming data (called datagram in UDP parlance). 

26. The Receptor module then waits to receive the length of the audit package that it is expected to receive in the next message using the ‘readfrom’ library call.

27. After receiving the length of the audit package, the Receptor module then allocates requisite memory for the audit package buffer dynamically to store the audit package.

28. Then the Receptor module does a ‘readfrom’ library call (which is a blocking operation) to receive the audit package into the buffer reserved for that purpose.

29. Upon receiving the audit package, it calls a check_package function to validate whether the exact number of bytes is received.

30. After the audit package is validated, the Receptor module forks a child process that contains the Encoder module.

From this point, the parent process that contains the Receptor module and the child process that contains the Encoder module proceed in different directions.

We chose to fork child processes instead of creation of threads since forking child processes conforms to the Apache coding style and seamlessly fits in with the Apache model. 

Moreover this model can be optimized in the future by using a pool of child processes to execute the audit system call.

4.2.1.4. Child Forking

During the Child Forking phase, the Receptor module returns back to the datagram reception phase. This process continues until the receptor module receives a shutdown message from the Apache server. (DP30)

4.2.1.5. Shutdown

During the Shutdown phase, the following events occur:

31. Whenever the Receptor module receives the length of the audit package that it is going to receive, it checks if the length is in fact length of a single integer.

32. Then it proceeds to receive the package using the ‘recvfrom’ library call. 

33. If the package is a single integer, it is assumed to be a status message from the Apache server and is stored in a status_msg variable (which is an integer).

34. If the status_msg variable is ‘0’ which is defined as ‘The Shutdown message’, the Receptor gracefully exists completing any existing operations that it already started.

35. The child processes that have already been initiated complete their operation and exit normally.

36. No additional child processes are forked after receiving the shutdown message. (DP31)

The shutdown phase will be enhanced in future iterations using signal handling. Then we catch the appropriate signal (e.g. SIGINT) and perform the shutdown of the module.

4.3. Encoder Module

The Encoder module is contained in the child process that is forked from the parent that contains the Receptor module.  The Encoder module elevates its effective user id to that of the root in order to call the ‘audit’ system call. (DP32)

The primary responsibility of the Encoder module is to extract the data from the audit package and then encode the contents into a format compatible with the record structure in the audit.log file. (DP33) The Encoder module then actually makes the audit system call that incorporates the data from the record structure into the final audit trail file.

The high level flowchart for the Encoder module is provided here (Figure 4.10) so that it can be referred during the discussion of rest of the module. The following sections are a summary of the operations of the Encoder module.

4.3.1. Copying Audit Package

Upon the forking of the child process, the Encoder module copies the contents of the Package packet (Section 4.10) into an ‘audit_buffer’, a buffer specifically allocated for this purpose.  The Encoder module performs a ‘memcpy’ operation to copy the contents of the audit package into the ‘audit_buffer’.  We perform this operation because directly copying the audit package struct is difficult without prior knowledge of the organization and contents of the audit package structure.

In future iterations, we plan to redirect the incoming UDP socket data through a pipe to the child process that contains the Encoder module itself. This can be achieved using the ‘pipe’ and ‘dup’ system calls.

4.3.2. Encoding the Audit Package

The Encoder module incorporates the data from the audit package into a record format (conforming to the audit.log file record format) that is the requisite parameter format for the ‘audit’ system call. (DP34) 

37. The Encoder module initially opens an audit record to which the various tokens can be written. The au_open(int d, int keep, short event) function returns an audit record descriptor to which audit tokens can be written using au_write().

38. Each of the individual tokens are constructed from the audit package using library ‘au_to*’ conversion functions present in Solaris.

39. The au_write(int d, token_t *m) function adds the audit token pointed to by m to the audit record identified by the descriptor d which in our case is the audit record that is opened using au_open.

40. The au_close() function terminates the life of an audit record d of type event started by au_open().The au_close() function then writes the record to the audit trail by calling ‘audit’ system call.
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Figure 4.10: Encoder flow chart

5. BSM Format

BSM is a security utility for Solaris servers that is provided by Sun Microsystems.  It is used to detect potential security breaches, reveal abnormal system usage, and gives system administrators the ability to trace these behaviors back to a specific user.  This project uses BSM as its storage format because it is a standard module for Solaris and there are tools already in existence that can parse and read the audit data (Section 6). [1]

BSM format for an audit trail is stored in binary and is composed of audit records.  There are certain standard tokens for every record.  A record always starts with a header token which indicates the beginning of the record in the audit trail.  Every attributable event record contains a subject token and the token refers to the process that caused the event.  BSM can be configured in different ways to record certain events (tokens).  Optional trailer tokens indicate the end of a record, but will be used in the project for clarity. [2]

Below is the BSM format of the tokens used in the audit record along with a brief description of each token. [2]  For this iteration, not all fields will have values generated by the system.  We will use dummy values to fill in the unknown fields until we can collect enough audit data to form complete tokens.  The figures in each of the following sections are reprinted, for clarity, from [3].

5.1. Header Token
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Figure 5.1: Header Token

This token will be used to denote the beginning of an audit record as well as signifying the date and time of the record.

5.2. Subject Token

[image: image15.png]process 1D

token 1D [ audit 10| wser 1D | group 1D realuser 10| real group 1D
Ihe  dbe dbyies b dbyes byt
process D | session 1D terminal 1D
Abytes .

e

1D | machine 1D

Aortes

At

byt




Figure 5.2: Subject Token

This token used to signify the user ID and process ID (PID) of the record.

5.3. Socket Token
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Figure 5.3: Socket Token

This token will store the remote IP address (remote Internet address).

5.4. Trailer Token
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Figure 5.4: Trailer Token

This token signals the end of the audit record and will be used for clarity of the audit files.

6. User Interfaces

The main reason for conforming to the BSM audit format in our project is the availability of a number of tools that are available to analyze such data. Here we provide a brief description about some of the available tools.

6.1. Praudit

The praudit command reads audit records in binary format and displays the records in a presentable format. The command reads the listed filenames and interprets the data as audit trail records as defined in audit.log file format. By default, times, user and group IDs are converted to their ASCII representation. Record type and event fields are converted to their ASCII representation and displayed.

6.2. Filtering using Auditreduce

The auditreduce command enables us to select or merge records from audit trail files. 

The merge function merges together audit records from one or more input audit trail files into a single output file. The records in an audit trail file are assumed to be sorted in chronological order (oldest first) and this order is maintained by auditreduce in the output file.

By default, auditreduce merges the entire audit trail. By using the file selection options it is possible to select some subset of these files. The select function allows audit records to be selected on the basis of numerous criteria relating to the record's content. A record must meet all of the ‘record-selection-option’ criteria to be selected.

The auditreduce program can be used to select particular audit events based on different criteria such as username, time of day, etc. However, the output of auditreduce is still in the internal binary format and hence its output must be piped into praudit to achieve intelligible results.

6.3. BSM Analyzer

The BSM Analyzer provides a convenient interface to process the audit trail files. BSM Analyzer helps decipher BSM audit trails with many features including:

· Web interface

· Session tracking

· Many robust filter and exclude options

· Automatically import multiple local audit trails

· Automatically import multiple remote audit trails using standard ftp protocol

· Report options including event highlighting

· PHP/MySQL backend.

7. Requirements Cross Reference

The following are the requirements that we are concentrating in this iteration. These requirements are the subset of the requirements submitted in the iteration 1 SRD (Software requirements document). The decision regarding the first iteration requirements was taken upon the advice of the faculty members, Dr. Annie I. Antón and Dr. Julie Earp and was duly communicated to the company representatives, Mr. Pete Dinsmore and Mr. Mark Feldman.

7.1. Functional Requirements
Audit trail contents:

3.1.1.
The remote Internet Protocol (IP) address of the initiating client is included in the audit trail.
3.1.2.
The authorized user name is included in each audit record.
3.1.3.
The time that the audit trail entry was created is included in each audit record.
Audit events:

3.2.1.
The initiation of each remote connection to the server is audited.
3.2.2.
Entry of the request into each handler is audited.
3.2.3.
Entry of data into a filter is audited.
3.2.4.
Startup and shutdown of the server is audited.
7.2. Non functional Requirements

4.1. System:

4.1.1.
Server version must be Apache HTTPD 2.0.52.
4.1.2.
The targeted development platform is Solaris 8.
4.1.3.
Audit data must be stored on the machine that is running the server.

4.2. Standards:

4.2.1. Sun Microsystem's Basic Security Module (BSM) format must be used to store audit data.

7.3. Requirements to Design Mapping

The following table maps our requirements to the design points (Section 4) that satisfy them.

	Requirements
	Related Design Points

	3.1.1
	DP13

	3.1.2
	DP15

	3.1.3
	DP11

	3.2.1
	DP24

	3.2.2
	DP24

	3.2.3
	DP25

	3.2.4
	Startup:DP17,DP18; Shutdown:DP20,DP22,DP23

	4.1.1
	The server being used is Apache 2.0.52.

	4.1.2
	The development platform is Solaris.

	4.1.3
	Audit data will be stored on the host machine itself.

	4.2.1
	BSM audit data format is being followed.


8. Glossary

Audit Event – A recognizable event within the system that causes an entry in the audit trail.

Audit Index Module – The Audit Index Module maintains a catalog of auditors that maps unique string identifiers to auditor callback functions.  Abbreviated the Index.

Audit Level – One of none, minimum, basic or detailed. Each audit level includes the one below it, so that basic includes minimum and detailed includes both minimum and basic. Audit levels are used to control the amount of detail provided by the system.
Audit Record – The result of an audit event.  It is a capture of all information that is considered relevant for audit events.
Audit Trail – A collection of audit records. The audit trail is maintained by the operating system.
Auditor – An auditor is a callback function that is managed by the index and conforms to a specific contract. It’s return type must be void* and invoking an auditor must result in the creation of an audit trail entry.

BSM Format – The Sun Basic Security Module (BSM) format is a widely used format for storing audit trails.

Client – An entity that requests data.
Decision Points – which are instances during program execution where the software makes a decision.

Encoder Module – The Encoder Modules is a root privilege process that is a child of the Receptor.  It is responsible for encoding data collected by the auditors into the BSM format and forwarding the BSM encoded data to the operating system.

External Request – A request made from outside the server, usually by a remote client.
Filter – A small program that alters the request or response.
Handler – A small program that can compose responses to requests.
Input Filter – A filter that modifies the request.
Internal Request – A request made from within the server, usually caused by an external event.
Module – A container for handlers.
Output Filter – A filter that modifies the response.
Project – The Apache Audit Capability project.
Receptor Module – The Receptor Module is a root privilege process that receives audit events from auditors and forwards them to Encoders.  Abbreviated the Receptor.

Request – A connection to the server, usually in an attempt to obtain data.
Resource – An entity, often data, that is distributed by the server.
Response – The data returned as the result of a request.
Server – The Apache HTTPD server.
User – An audit analyzer or system administrator who has interest in the audit trail.
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