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Abstract—This paper examines congestion control issues for can be a bottleneck. We call this environmeluial-resource
TCP ows that require in-network processing on the y in  environment. In the dual-resource environment, differews
network elements such as gateways, proxies, rewalls and even could have different processing demands per byte.

routers. Applications of these ows are increasingly abundant in Traditionall naestion control r rch has f d on
the future as the Internet evolves. Since these ows require usef adrtionally, congestion control research has focused o

CPUs in network elements, both bandwidth and CPU resources Mmanaging only bandwidth. However, we envision (also it is
can be a bottleneck and thus congestion control must deal indeed happening now to some degree) that diverse network
with “congestion” on both of these resources. In this paper, we services reside somewnhere inside the network, most likely a
show that conventional TCP/AQM schemes can signi cantly lose the edge of the Internet, processing, storing or forwarding

throughput and suffer harmful unfairness in this environment, dat ket th As the i work inq is likel
particularly when CPU cycles become more scarce (which is likely ata packets on the y. As the in-network processing is yike

the trend given the recent explosive growth rate of bandwidth)As  t0 be popular in the future, our work that examines whether
a solution to this problem, we establish a notion of dual-resource the current congestion control theory can be applied withou
proportional fairness and propose an AQM scheme, called Dual- modi cation, or if not, then what scalable solutions can be
Resource Queue (DRQ), that can closely approximate propor- applied to x the problem, is highly timely.

tional fairness for TCP Reno sources with in-network processing . . .
requirements. DRQ is scalable because it does not maintain per- In our earlier work [3]’_We extended proportional ffilrness
ow states while minimizing communication among different t0 the dual-resource environment and proposed a distdbute
resource queues, and is also incrementally deployable becausecongestion control protocol for the same environment where
of no required change in TCP stacks. The simulation study end-hosts are cooperative and explicit signaling is abkila
shows that DRQ approximates proportional fairness without for congestion control. In this paper, we propose a scal-

much implementation cost and even an incremental deployment .
of DRQ at the edge of the Internet improves the fairness and able active queue management (AQM) strategy, called!-

throughput of these TCP ows. Our work is at its early stage and Resource QueuéDRQ), that can be used by network routers
might lead to an interesting development in congestion control to approximate proportional fairness, without requiringy a

research. change in end-host TCP stacks. Since it does not require any
change in TCP stacks, our solution is incrementally defizya
in the current Internet. Furthermore, DRQ is highly scaabl
Advances in optical network technology enable fast patkee number of ows it can handle because it does not maintain
increase in physical bandwidth whose growth rate has fper- ow states or queues. DRQ maintains only one queue per
surpassed that of other resources such as CPU and memesgpurce and works with classes of application ows whose
bus. This phenomenon causes network bottlenecks to shifocessing requirements are a priori known or measurable.
from bandwidth to other resources. The rise of new appli- Resource scheduling and management of one resource
cations that require in-network processing hastens thif§, shtype in network environments where different ows could
too. For instance, a voice-over-IP call made from a cell ghomave different demands are a well-studied area of research.
to a PSTN phone must go through a media gateway thakighted-fair queuing (WFQ) [4] and its variants such as
performs audio transcoding “on the y” as the two end pointde cit round robin (DRR) [5] are well known techniques to
often use different audio compression standards. Exampéeshieve fair and ef cient resource allocation. Howevere th
of in-network processing services are increasingly abanhdaolutions are not scalable and implementing them in a high-
from security, performance-enhancing proxies (PEP), tdiane speed router with many ows is dif cult since they need to
translation. These services add additional loads to psiog@s maintain per- ow queues and states. Another extreme is to
capacity in the network components. New router technofogieave routers maintain simpler queue management schemes
such as extensible routers [1] or programmable routersl$?] asuch as RED [6], REM [7] or PI [8]. Our study nds that
need to deal with scheduling of CPU usage per packet as wélkkse solutions may yield extremely unfair allocation ofuCP
as bandwidth usage per packet. and bandwidth and sometimes lead to very inef cient reseurc
In this paper, we examine congestion control issues fosages.
an environment where both bandwidth and CPU resourceOur study, to the best of our knowledge, is the rst in

I. INTRODUCTION



examining the issues of TCP and AQM under the dua&n application type, and ows will have different procegsin
resource environment and we show that by simulation DRdgnsities only if they belong to different application tgpe
achieves fair and ef cient resource allocation without wsg In [9], applications have been divided into two categories:
much implementation cost. The remainder of this paper lieader-processing applications and payload-procesgiply a
organized as follows. In Section I, we de ne the problem andations, and each category has been further divided into a
fairness in the dual-resource environment, in Sectionantl set of benchmark applications. In particular, [12] profgoan
IV, we present DRQ and its simulation study, and in Secticempirical model for the per-packet processing time of these
V, we conclude our paper. benchmark applications for a given processing platformicivh
is, interesting enough, a simple af ne function of packetesi
M,i.e., X+ XM where X and ¥ are the parameters speci c
to each benchmark applicatioa for a given processing
A. Network model platform k. Thus, the processing density (in cycles/bit) of a
We consider a network that consists of a set of unidirectiongacket of sizkeM from applicationa at platformk can be
links, L = f1; ;Lg, and a setof CPUKX = f1; [Kg. modelledast+ X.Therefore, the average processing density
The transmission capacity (or bandwidth) of linkis B, wk of applicationa at platformk can be computed upon arrival
(bits/sec) and the processing capacity of CRUs Cy (cy- of a packet using an exponentially weighted moving average
cles/sec). These network resources are shared by a set of QEWMA) Iter:
(or data sources$ = f1; ; Sg. Each ow s is associated K
with its data raterg (bits/sec) and its end-to-end route (or wg (1 )W'Ef1 + (2 + ';); 0< < 1L Q)
path) which is de ned by a set of linkd, (s) L, and a M

set of CPUs,K (s) K, that ow s travels through. Let  one could also directly measure the quanﬁ%ﬁ g in Eq.
S(I) = fs 2 Sjl 2 L(s)g be the set of ows that travel (1) 55 a whole instead of relying on the empirical model by
through link| and letS(k) = fs 2 Sjk 2 K(s)g be the set coynting the number of CPU cycles actually consumed by a
of ows that travel through CPLk. Note that this model is yaciet while the packet is being processed. Lastly, deténgi
general enough to include various types of router architect {he application type an arriving packet belongs to is an easy
and network element with multiple CPUs and transmissiqggk in many commercial routers today since L3/L4 packet

links. _ classi cation is a default functionality.
Flows can have different CPU demands. We represent this

notion byprocessing densitwX, k 2 K , of each ows, which B. Proportional fairness in the dual-resource environment

is de ned to be the average number of CPU cycles requiredpgjrness and ef ciency are two main objectives in re-
per bit when ows is processed by CPW. w§ depends otk source allocation. The notion of fairess and ef ciency has
since different processing platforms (CPU, OS, and sofvalheen extensively studied and well understood with respect
would require a different number of CPU cycles to proces§ pandwidth sharing. In particular, proportionally falPR)
the same ows. The processing demand of owat CPUK rate allocation has been considered as the bandwidth gharin
is thenwérs (cycles/sec). strategy that can provide a good balance between fairness an
Since there are limits on CPU and bandwidth capacitigsg ciency [13], [14].
the amount of processing and bandwidth usage by allin our recent work [3], we extended the notion of pro-
ows sharing these resources must be less than or equgktional fairness to the dual-resource environment where
to the capacities at anytime. We represent this notigfocessing and bandwidth resources are jointly constiaine
py the following two constraints: for each CPW 2 K, | the following, we present this notion and its potential
s25(k) whTs p Ck (processing constraijitand for each agyantages for the dual-resource environment to de ne our

Il. PRELIMINARIES: NETWORK MODEL AND
DUAL-RESOURCEPROPORTIONAL FAIRNESS

link 12 L, sy Ts B (bandwidth constraift goal for our main study of this paper on TCP/AQM.
These constraints are calletlial-resource constraintand a  consider an aggregate log utility maximization problem) (
nonnegative rate vectar = [rq; ;rs]’ satisfying these with dual constraints:
dual constraints for all CPUk 2 K and all linksl 2 L is X
said to befeasible P max s10grs (2)
s2S
Al: We assume that each CRR K knows the processing p
densitieswk's for all the ows s 2 S(k). subject to B25(k) wirs Gy 8k2K 3)
_ o o s2siyfs By 8l12L 4
This assumption is reasonable because a majority of Irtterne e 0 8s2S )

applications are known and their processing requiremeants c

be measured either off-line or on-line as discussed belowhere ¢ is the weight (or willingness to pay) of ow
In practice, network ows could be readily classied into as. The solutionr of this problem is unique since it is
small number of application types [9]-[12]. That is, thera strictly concave maximization problem over a convex
is a nite set of application types, a ow is an instance ofet [15]. Furthermore, is weighted proportionally fair since
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T . Fig. 2. Fairness and efciency in the dual-resource envitent (single-
multiplier vectors for Egs. (3) and (4), respectively, ang CPU and single-link network): (a) and (b) respectively shtbe normalized

and |, can be interpreted as congestion prices of ClPU pandwidth and CPU allocations enforced by PF rate allonatiad (c) and (d)

and linkl, respectively. Eq. (6) reveals an interesting properfgspectively show the normalized bandwidth and CPU allonatenforced by
s . CP-like rate allocation. Whe£=B < w,, TCP-like rate allocation gives

that the PF rate Of_ eaCh_ ow IS_ mversely PrOportlonal t[O th wer bandwidth utilization than PF rate allocation (shawiga) and (c)) and

aggregate congestion price of its route with the contrdouti has an unfair allocation of CPU cycles (shown in (d)).

of each , being weighted bwX. The congestion price, or

| is positive only when the corresponding resource becomes

a bottleneck, and is zero, otherwise. ows with an identical end-to-end path get an equal share of
To illustrate the characteristics of PF rate allocation ifhe maximally achievable throughput of the path and call it
the dual-resource environment, let us consider a limites carcp-like rate allocation That is, if TCP ows run on the
where there are only one CPU and one link in the network, 8Rample network in Figure 1 with ordinary AQM schemes
shown in Figure 1. For now, we drdpand! in the notation gych as RED on both CPU and link queues, they would have
for simplicity. Letw, andw, be the weighted arithmetic andipe same long-term throughput. Thus, in our example, TCP-
harmonic means of the processing densitigs of ows sharifge rate allocation is de ned to be the maximum equal rate

the CPU and link, respectively. Sova = = ;5 B—=—  yector satisfying the dual constraints, whichris= 8, 8s,
P 1 . if € = C_ i i
andw, =  _,c—P—=—— . There exist three cases adl & Wa andrs = 3=, 8, otherwise. The bandwidth
Ws 525 s and CPU allocations enforced by TCP-like rate allocatiaa ar
below. S
shown in Figures 2 (c) and (d).

CPU-limitgd case( > Oand p = 0): rg = §=-, From Figure 2, we observe that TCP-like rate allocation
852 S, sWsfs = Cand  5rs  B. FIOM o4 far less aggregate throughput than PF rate allatatio
these, we know that this case occurs wien Wh and \hen C=B < w,, ie., in both CPU-limited and jointly-
PF rate allocation becomeg = #-+°—, 852 S. limited cases. Intuitively, this is because TCP-like aditian
Bandwidth(BV)-limited case =@ and > 0): 15 = which nds an equal rate allocation yields unfair sharing
—=,8528S, sWsfs Cand 515 = B. From of cpU cycles as CPU becomes a bottleneck (see Figure 2
these, we know that this case occurs wifen w, and (d)), which causes the severe aggregate throughput drop. In

PF rate allocation becomes = P% 8s2 S. contrast, PF allocation yields equal sharing of CPU cycles,
Jointly-limited case( > 0 and > 0): This case i.e., wsrs become equal for alt 2 S, as CPU becomes a
occurs whem, < & < Wa. By pluggingrs = ;—3—, bottleneck (see Figure 2 (b)), which mitigates the aggeegat
8s2 S,into ,gWsfg = Cand ,5rs = B, we throughput drop. This problem in TCP-like allocation would
can obtain ,  and consequentlys, 8s2 S. get more severe when the processing densities of ows have

Figures 2 (a) and (b) illustrate the bandwidth and CP®& more skewed distribution.
allocations enforced by PF rate allocation in the singléJCP In summary, in a single-CPU and single-link network,
and single-link case using an example of four ows witlPF rate allocation achieves equal bandwidth sharing when
identical weights (s=1, 8s) and different processing densitiesbandwidth is a bottleneck, equal CPU sharing when CPU is
(wq;wo;ws;wy) = (1, 2, 4, 8) wherew,=2.13 andw,=3.75. a bottleneck, and a good balance between equal bandwidth
For comparison, we also consider a rate allocation in whigharing and equal CPU sharing when bandwidth and CPU



form a joint bottleneck. Moreover, in comparison to TCP- In DRQ, we employ one RED queue per one resource. Each

like rate allocation, such consideration of CPU fairnes®ih RED queue computes a probability (we refer to it [@e-

rate allocation can increase aggregate throughput signtlg marking probability in the same way as an ordinary RED

when CPU forms a bottleneck either alone or jointly witlqueue computes its marking probability.

bandwidth. That is, the RED queue at linkcomputes a pre-marking
probability |(t) at timet by

[1l. M AIN RESULT: SCALABLE TCP/AQM ALGORITHM 8 0 A b

In this section, we present a scalable AQM scheme, called % M (9 (t)  b) b % (t_) b
Dual-Resource Queue (DRQ), that can approximately imple-(t) = B r;?'l @® B+m b %) 2b (20)
ment dual-resource PF rate allocation described in Settion § b ' _
for TCP-Reno ows. DRQ modies RED [6] to achieve PF 1 N 2o
allocation without incurring per- ow operations (queugior log.(1 ) logo(1 )
state management). DRQ does not require any change in TCP %(t) = — $i(t) . | yi(t) (11)
stacks. _

wherem;2(0;1, 0 B < b and Eq. (11) is the continuous-

A. DRQ objective and optimality time representation of the EWMA lter [17] used by the RED,

We describe a TCP/AQM network using a uid model,"e"
as customary in the literature [16]-[21]. Let(t) (bits/sec) ¢ ((k+1) ) =(1 DOk D+ vk D), 1 2(0;1): (12)
be the average data rate of TCP souscat timet where .
the average is taken over the time interval(seconds) and Ed- (11) does not model the case where the averaging
is assumed to be on the order of several round-trip timig1escale of the EWMA lter is smaller than the averaging
(RTTs), i.e., large enough to average out the additiveciase timescale on whichy; (t) is de ned. In this case, Eq. (11)
and multiplicative decrease (AIMD) oscillation of TcpMust be replaced bgi(t) = yi(t). .
De ne the RTT ¢ of sources by < = & + is where g Similarly, the RED queue at CPkJcomputes a pre-marking

denotes forward-path delay from soursedo resourcei and probabilit;g k(t) at timet by

is denotes backward-path delay from resourde sources. 0 W () b

A W ot ench TCP ot frT W= B B) b %(t) B

: We assume that eac ow has a constant k(t) = 1 my P R P
s, as customary in the uid modelling of TCP dynamics § by @@ B+ me b "k(tl el
[16]-[21]. 1 W(t) 2 13)
N loge(1 ) loge(1 )

Let yi(t) be the average queue length at lihlat time't, % (t) = —kok(t) 7ka(t) (14)

measured in bits. Then, ) ) o
( P wherev(t) is the translation oy (t) in bits.
hes2S(1) Xs(t  s) B P (t)>0 Given these pre-marking probabilities, the objective of@®R
wi(t) = P 2sa) xs(t &) B * yi()=0: (") s to mark (or discard) packets in such a way that the end-to-
s :

end marking (or loss) probabilitys(t) seen by each TCP ow
Similarly, let z¢(t) be the average queue length at CRlat S at timet becomes

time t, measured in CPU cycles. Then, P P 5
( P ’ _ k2K (s) Wls( k(t kS)+ 12L(s) |(t |S)
hes2 S(K) Wls(xs(t sk)  Ck i z(t)>0 ps(t) = =] 3 P 5
ZJS(t): P k * - N- 1+ k2K (s) WS k(t kS)+ 12L(s) |(t |S)
s2s(k) WsXs(t  sk)  Cx z(t)=0: (15)

_ (8) The actual marking scheme that can closely approximate this
Let ps(t) be the end-to-end marking (or loss) probability agpjective function will be given in Section I11-B.
timet to which TCP sourcs reacts. Then, the rate-adaptation The Reno/DRQ network model given by Egs. (7)-(15) is
dynamics of TCP Reno, particularly in the timescale of seivercalled average Reno/DRQ netwoss the model describes the
RTTs, can be readily described by [19] interaction between DRQ and Reno dynamics in long-term

g Me@ ps(t) 2 x2(0)ps(t) 0 average rates rather than explicitly capturing instardase
Xs(t) = Ns 2 3 NaMs xs(t) > ) TCP rates in the AIMD form. This average network model
= D Ms@ pe(t) %Xi(t)ps(t) Xs(t) =0 enables us to study xed-valued equilibrium and consedyent

Ns 2 NsMs

establishin an average senge equilibrium equivalencef a
where Mg is the average packet size in bits of TCP owReno/DRQ network and a network with the same con guration
s and Ng is the number of consecutive data packets thbut under dual-resource PF congestion control.

are acknowledged by an ACK packet in TCP asv(Ns is Let x = [x1; ;xs], = [ 5 «]I
typically 2). =l N e=Ips sy =1lyn wnlh,



z=[z1; ;z]",v=1[vi; w1, ¥$=0©W: ;%]" ow is about wk=51( sec)x167(MHz)/1,536(bytes)=0.69
and¢ = [V, ] (cycles/bit). Therefore, from Eq. (19), the worst-case dow
bound on the window size becom%—s > 1:77 (packets),

Proposition 1: Consider an average Reno/DRQ networlwhich occurs when the ow traverses a CPU only in the
given by Egs. (7)-(15) and formulate the corresponding agath (i.e.,jK (s)j = 1 andjL(s)j = 0) . This concludes that
gregate log utility maximiz_ation problem (Proble®) as in the conditionsC1 and C2 will never be violated as long as
Egs. (2)-(5) with s = —>2"= |f the Lagrange multiplier the steady-state average TCP window size is sustainable at a
vectors, and , of this (s:orresponding Problem satisfy value greater than or equal to 2 packets, even in the worst cas
the following conditions:

Cl: ,<1 8K2K(s); 8s2S; (16) B. DRQ implementation
c2 - <1 82L(s); 852 S; (17) In this section, we present a simple scalable packet marking
(or discarding) scheme that closely approximates the DRQ
then, the average Reno/DRQ network has a unique equilibriwmjective function we laid out in Eq. (15).

pointx , , ,p,y.,z,v,¢$,®)andk, , )is
the primal-dual optimal solution of the corresponding Peab A3: We assume that for all times
P. In addition,v, >b, if , > 0and0 v, b otherwise, O « « 1,
andy, > b, if > 0andO otherwise, for all
ot oo L %ooh @ wE Lt )t (t A 1 8s2s;
: k2K (s) 12L(s)
20
Proof: The proof is given in the appendix. ] (20)

Proposition 1 implies that once the Reno/DRQ net\Noq(his assumption implies thatw® (t))2 1.8k 2 K
reaches its steady state (i.e., equilibrium), the averaga d [(1)2 1,8 2 L, and any prsoduct ofvk k(t’) and |(t),
H ) S

rates of Reno sourges satisfy weighted proportional faBngg 155 much smaller than 1. Note that our analysis is based
with weights s = ——"*_|n addition, if a CPUk is @ on long-term average values of(t) and (t). The typical
bottleneck (i.e., , > 0), its average equilibrium queue lengthoperating points of TCP in the Internet during steady state
v, stays at a constant value greater thgnand if not, it stays where TCP shows a reasonable performance are under low
at a constant value between 0 apd The same is true for end-to-end loss probabilities (less than 1%). Since thetend
link congestion. end average probabilities are low, the marking probabditt
The existence and uniqueness of such an equilibrium pointlividual links and CPUs can be much lower.
in the Reno/DRQ network is guaranteed if conditio@4 Let R be the set of all the resources (including CPUs and
and C2 hold in the corresponding ProbleR Otherwise, the links) in the network. Also, for each ows, let R(s) =
Reno/DRQ networks do not have an equilibrium point. f1, ;jR(s)jg R be the set of all the resources that it
In the current Internet environment, however, these condiaverses along its path and let2 R(s) denote thei-th
tions will hardly be violated particularly as the bandwidthresource along its path and indicate whether it is a CPU or a
delay products of ows increase. By applyin@l andC2 to link. Then, some manipulation after applying Assumptis
the Lagrarwia_n optimality condition of Problemin Eq. (6) to Eqg. (15) gives
0

with ¢ = 3:52Ms , we have X X 1,
r P E ps(t) @ Wls( k(t ks) + I(t |S)A
s = P - P (18) k2K (s) 121 (s) 1)
Ms kZK(%Ws Kkt o2us) o IR(S)] iR(S)i K 1
> p 3=2 19 = it is)* it is) io(t  jos)
T Wk T L . ( ) P - 0=
k2K (s) W * JL(9)] i=1 i=2 jo=1
here "=— is the bandwidth-del duct ( ind i ;/vhere
where 3= is the bandwidth-delay product (or window size N2 e
of ow s, measured in packets. The maximum packet size in i(t) = (YVIS é(t)) '; : !ng!cates ICIT(U (22)
the Internet isMg = 1;536 bytes (i.e., maximum Ethernet (0 i1 Indicates lin
packet size). Flows that have the minimum processing densiind
are IP forwarding applications with maximum packet size [9] P 2wl i(t) if i indicates CPU
For instance, a measurement study in [12] showed that per- i(t) = p§ S(t)' it i indicates link: (23)
i :

packet processing time required for NetBSD radix-treeingut

table lookup on a Pentium 167 MHz processor is $1(for Eqg. (21) tells that each resourée2 R(s) (except the
a faster CPU, the processing time reduces; so as what mattess resource in R(s), i.e., i:ﬁ), contributes tops(t) with

is the number of cycles per bit, this estimate applies to tiwo quantities, ;(t ) and ;0:1 it is)io(t  jos).
other CPUSs). Thus, the processing density for this apjdicat Moreover, resourcé can compute the former using its own



AssumptionA3, we have

When a packet arrives at resouiicat timet: . IR(s)i IB(S)i ¥ 1
if (ECN 6 11) piF 1 @ e i 1A (29)
setECN to 11 with probability ;(t); i=1 i=2 %=1
if (ECN == 00) XS IR K 1
setECN to 10 with probability  (t); |+ i o (30)
else if ECN == 10) i=1 i=2 i0=1
setECN to 11 with probability ;(t); which concludes that the proposed ECN marking scheme

approximately implements the DRQ objective function in Eq.
(21) sinceP ¥ (N = p.

C. DRQ stability

In this section, we explore the stability of Reno/DRQ

congestion information, i.e.,;(t) if it is a CPU or (t) networks._ Unfortunat_ely, analyzing it_s gl_obal stabiligyan ex-
if it is a link, whereas it cannot compute the latter withouf€mely dif cult task since the dynamics involved are nowlar
knowing the congestion information of its upstream resesrcnd retarded. Here, we present a partial result conceroog |
on its path 8 1° < 1). That is, the latter requires an inter-Stability, i.e., stability around the equilibrium point.

resource signaling to exchange the congestion information D€ N€ JRixjSj matrix ( z) whose(i;s) element is given

Fig. 3. DRQ's ECN marking algorithm

For this reason, we refer tq(t) asintra-resource marking by 8

probability of resource at timet and (t) asinter-resource < wke Zs if s2 S(i) andi indicates CPU
marking probabilityof resource at timet. We solve this intra- s(2)= e?s if s2 S(i) andi indicates link
and inter-resource marking problem using two-bit ECN ags "0 otherwise

without explicit communication between resources. (31)

Consider the two-bit ECN eld in the IP header [22]. Proposition 2: An average Reno/DRQ network is locally
Among the four possible values of ECN bits, we use three v@table if we choose the RED parameters in DRQ such
ues to indicate three caseésitial state (ECN=00),signaling- that maxf Ekmkbk;%gck 2 (0; ), 8 2 K, and
marked (ECN=10) andcongestion-markeECN=11). When maxf -1L: %g& 2(@; ),82L,and

a packet is congestion-marked (ECN=11), the packet isreithe b b p___
marked (if TCP supports ECN) or discarded (if not). DRQ sets 3=2 2., [(0)] (32)
the ECN bits as shown in Figure 3. IR Zax Sax Wmax

Below, we verify that the ECN marking scheme in Figure §vhere - maxf max f Cy g . maxf B|gg
approximately implements the objective function in Eq.)(21 max _ . minfwsgminfMsgr minfMog® M
Consider a ows with pathR(s). For now, we drop the time M&Xf g, Wmax = maxfws;1g and mn [(0)] denotes the
indext to simplify the notation. LePj,, Plo, P}, respectively smallest singular va_lues of the mgtr(xz_) evaluated_ ar=0.
denote the probabilities that packets of ow will have Proof: We omit the proof since it is a straightforward
ECN=00, ECN=10, ECN=11, upon departure from resour@é)pl'cat'on of the TCP/RED stability result in [23]. ]

i in R(s). Then, the proposed ECN marking scheme can be IV. PERFORMANCE
expressed by the following recursion. Hor 1;2;  ;jR(S)],

A. Simulation setup
In this section, we use simulation to verify the performance

Plp = P+ PN i+Pp*@ )i (249 of DRQ in the dual-resource environment with TCP Reno
=1 1 DA Pyt PRt (25) sources. We compare the performance of DRQ with that of the
P, = PlY1 DA 0+PLi )i (26) two other AQM schemes that we discussed in the introduction.
P i1 One scheme is to use the simplest approach where both CPU
Poo = Poo’1 A ) @7 and link queues use RED and the other is to use DRR (a
variant of WFQ) to schedule CPU usage among competing
with the initial condition thatP$, =1, P%, =0, P{ =0. ows according to the processing density of each ow. DRR
Evolving i from 0 tojR(s)j, we obtain maintains per ow queues, and equalizes the CPU usage in a
round robin fashion when the processing demand is higher
o o 1 than the CPU capacity (i.e., CPU-limited). In some sense,
R(S)] _ IRgs)] @ 1) X 1 A these choices of AQM are two extreme; one is very cheap,
P =1 @ D=1 o (28)  put less fair in use of CPU as RED is oblivious to differing
=1 =2 it=1 CPU demands of ows and the other is very expensive, but

fair in use of CPU as DRR installs equal shares of CPU among
where is the higher-order terms (order 3) of ;'s. By these ows. Our goal is to demonstrate through simulatiat th
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with much less implementation cost, DRQ supports fairness CPUcapadity (Mcycles/sec)
and ef ciency as DRR. Note that all three schemes use RED (a) RED-RED
for link queues, but DRQ uses its own marking algorithm for = 22
link queues as shown in Figure 3 which uses the marking 2 2o} Proces'sng-nmited:Fjn Jointly-imited | Bandwidth-imited
probability obtained from the underlying RED queue for link ;E: 1@ 4 + )
gueues. We call the scheme with DRR for CPU queues and § 1af %ﬁ/ X 1
RED for link queuesDRR-RED the scheme with RED for g r Iy Xxii%%ﬁ%%% 1
CPU queues and RED for link queud¥=D-RED £ o8 ARENUE Sy 1
The simulation is performed in the NS-2 [24] environment. g o4l + . wx ¥ P etV
We modi ed NS-2 to emulate the CPU capacity by simply 2 oz e Swim ) ]
holding a packet for its processing time duration. In the 10 20 30 40 50
simulation, RED queues are implemented using its default CPUcapadty (Mcycles/sec)
setting for the “gentle” RED mode [25h(; = 0:1, b =50 (b) DRR-RED
pkts,b = 550 pkts and ; = 10 *. The packet size is xed w22 ' ' ' ' '
at 500 Bytes). The same RED setting is used for the link é 20} Processig-limited .-~ Joirtly-limited Bandwidth-limited |
queues of DRR-RED and RED-RED, and also for both CPU T o %4 + + |
and link queues of DRQ (DRQ uses a function of the marking & 14} *‘*\f 1
probabilities to mark or drop packets for both queues). In ou 3 ié: A s XX X;ige%%m%ﬁ
analytical model, we separate CPU and link. To simplify the £ 08 ; x X iy *‘"%:ﬁ""j o cerwors ]
simulation setup and its description, when we refer to &"lin & o4l F x’ KK *’BDD' ggglmigg $
for the simulation setup, we assume that each lidonsists % °§' %Fﬁéﬂ =TH ‘ | seawe200 [ ]
of one CPU and one Tx link (i.e., bandwidth). 10 2 30 40 50
By adjusting CPU capacitg;, link bandwidthB,, and the CPUezpadty (Mcycles/sec)
amount of background traf ¢, we can control the bottleneck (¢) DRQ

conditions. Our simulation _tOpOIOQie$ are chosen from a'VQ?ig. 5. Average throughput of four different classes of ldingd TCP ows
ous set of Internet topologies from simple dumbell topadsgi in the dumbell topology. Each class has a different CPU demandbip ().

; ; 0 other background traf ¢ is added. The Dotted lines inticthe ideal PF
to more complex WAN topologies. Below we discuss these §r%te allocation for each class. In the gure, we nd that DR@JeDRR-RED

tups and simulation scenarios in det_a” and their corre8PON  sphow good faimess under the CPU-limited region while RECBRBes not.
results for the three schemes we discussed above.

B. Dumbell with long-lived TCP ows

To con rm our analysis in Section 1I-B, we run a single linkdueues, all TCP ows achieve the same throughput regardless
bottleneck case. Figure 4 shows an instance of the dumpithe CPU capacity of the link and their processing dersitie
topology commonly used in congestion control research. Vidgures 5(b) and (c) show that the average throughput curves
x the bandwidth of the bottleneck link to 40 Mbps and varyf DRR-RED and DRQ follow the ideal PF rates reasonably
its CPU capacity from 5 Mcycles/s to 55 Mcycles/s. Thiwvell. When CPU is only a bottleneck resource, the PF rate of
variation allows the bottleneck to move from the CPU-lirdite€ach ow must be inversely proportional to its processing-de
region to the BW-limited region. Four classes of long-livedity Ws, in order to share CPU equally. Under the BW-limited
TCP ows are added for simulation whose processing demssitieegion, the proportionally-fair rate of each ow is iderdicto
are 0.25, 0.5, 1.0 and 2.0 respectively. We simulate ten Td/F® equal share of the bandwidth. Under the jointly-limited
Reno ows for each class. All the ows have the same RTT€gion, ows maintain the PF rates while fully utilizing ot
of 40 ms. resources. Although DRQ does not employ the per- ow queue

In presenting our results, we take the average throughgiifucture as DRR, its performance is comparable to that of
of TCP ows that belong to the same class. Figure 5 ploldRR-RED.
the average throughput of each class. To see whether DR@igure 6 shows that the aggregate throughput achieved
achieves PF allocation, we also plot the ideal proportifeial by each scheme. It shows that RED-RED has much lower
rate for each class (which is shown in a dotted line). As shoviindwidth utilization than the two other schemes. This is be
in Figure 5(a), where we use typical RED schemes at bathuse, as discussed in Section II-B, when CPU is a bottleneck
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resource, the equilibrium operating points of TCP ows over < 5l Tl ]
. . > RN
the RED CPU queue that achieve the equal bandwidth usage & .| e |
while keeping the total CPU usage below the CPU capacity g sl or N N
are much lower than those of the other schemes that need to 2 DRRRED & 7
ensure the equal sharing of CPU (not the bandwidth) under %% 4 5 6 7 8 § 1
the CPU-limited region_ Numberof high processing flows

(b) Total throughput

C. Impact of ows with high processing demands
. . - Fig. 7. Impact of high processing ows. As the number of highqassing
In the introduction, we indicated that RED-RED can causgys increase, the network becomes more CPU-bound. Under RED;

extreme unfairness in use of resources. To show this thgse ows can dominate the use of CPU, reaching about 80% Cfideu
experiment, we construct a simulation run where we x thWith only 10 ows, starving 40 competing, but low processingws.
CPU capacity to 40 Mcycles/s and add an increasing number
of ows with a high CPU demandws = 10) in the same setup
as the dumbell sink bottleneck environment in Section IV-Blistributed [30] and the arrivals of ows are exponentially
We call these owshigh processing owsFrom Figure 5, at distributed [28], [31]. Following these characteristioar cross
40 Mcycles/s, when no high processing ows are added, CRt&f ¢ consists of a number of short-lived TCP ows that
is not a bottleneck. But as the number of high processifigllow a Poisson arrival process and send a random number of
ows increases, the network moves into the CPU-limitegpackets derived from the Pareto distribution with an averag
region. Figure 7 shows the results of this simulation run. lf 30 packets, and the shape parametgt The RTT of
Figure 7 (a), as we increase the number of high processiach short-lived ow is randomly selected from a range of
ows, the aggregate CPU share of high processing owg0 to 60 ms. We x the bottleneck bandwidth and CPU
deviates signi cantly from the equal CPU share; under adargcapacities to 40 Mbps and 40 Mcycles/s, respectively and
number of high processing ows (e.g., 10 ows), these owsgenerate the same number of long-lived TCP ows as in the
dominate the CPU usage over the other lower processigigperiment for Figure 5. With these parameters, the cross
density ows, driving them to starvation. In contrast, DR@da traf c consumes abouB0% of the link bandwidth capacity. In
DRR approximately implement the equal CPU sharing policthis experiment, we vary the CPU demand of short-lived ows
Even though the number of high processing ows increasds, create various bottleneck conditions. We make no claims
the bandwidth remains a bottleneck resource as before eso abhout how realistically our model characterizes the Irgern
link is in the jointly-limited region which is the reason whycross traf ¢, but we believe that the simulation in this mbde
the CPU share of high-processing ows go beyond 20%. more realistically re ects real network situations thae ne

. with no background traf c.

D. Dumbell with background Internet traf ¢ Figure 8 plots the average throughput of long-lived TCP
No Internet links are without cross traf c. In order to emu-ows, and the total bandwidth utilization of the bottleneck
late more realistic Internet environments, we add crod<tra link as we increase the processing densities of short-lived
modelled from various observations on RTT distribution][26 TCP ows used to generate cross traf c. The results are very

ow sizes [27] and ow arrival [28]. As modelling the Interne similar to those from the simulation without cross traf @y i
traf c in itself is a topic of research, we do not dwell on whic all situations, RED-RED ensures the equal bandwidth sbarin
model is more realistic. In this paper, we present one modehile DRQ and DRR-RED ensure equal sharing of CPU
that contains the statistical characteristics that arensonty usages under the CPU-limited region and equal sharing of
assumed or conrmed by researchers. These characterishesidwidth under the BW-limited region. In this experiment,
include that the distribution of ow sizes has a long-rangeve can also nd severe under-utilization of bandwidth by
dependency [29], the RTTs of ows is rather exponential)RED-RED under the CPU-limited region. As cross trafc
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Processing density of background traffic (cyclegjbi Fig. 9. Multiple link simulation scenario in parking lot tolpgy.
(a) RED-RED
D 1.6 T T T T
S 14} SSwomx P the average throughput of long-lived owS$G1 to SG4, and
S 120 Seiwzoo() o 1 SG7 to SG10) that pass through link 3 as we vary the link
g 10r T 1 bandwidth ofL 3. On each path that long-lived TCP ows pass
3 o %—f%——%——ﬁ—%{i;”X’”‘X 1 through, we add a small amount of short-lived background
i gi em. * ey traf c to increase dynamics in the network traf c patterns.
S ool Beg ] In this setup, each link runs one of the AQM schemes being
E . - o L - evaluated.
Processing density of background traffic (cyclegjbi Figures 10 (a) and (b) show the average throughput of the
(b) DRQ long-lived TCP ows that go through link_3. The average
throughput values are shown with their corresponding 95%
ot W con dence intervals. We also plot with a dotted line the idea
2 09% 1 PF rate for each class. The average throughput values glosel
S 09t \"A 1 follow the analytical PF rates.
E 0.8% : Figure 11 shows the total throughput of all ows fro8G1
S osl N | to SG10 including those that traverse linksl and L2. In
§ o7d DRR%E,% | this gure, we nd that DRQ achieves a much higher total
o7 REPRET ‘ ‘ N throu_ghput than DRR-RED and RED-RED. Although we have
"0 0.5 1 15 2 consistently seen that DRR-RED and DRQ achieve higher
Processing density of background traffic (cyclesjbi utilization of bandwidth than RED-RED, this is the rst time
(c) Bandwidth utilization we nd DRQ gets more throughput than DRR-RED. This

Fig. 8. Simulation result in dumbell topology with short-livgéweb-like) happen; because thoth DRR—RED.pe.rforms similar to DRQ
background traf c. Dashed line implies proportional faitedor each source in the single bottleneck case, in principle, DRR and DRQ
group. Even with cross traf ¢, the result is similar to thabrn the simple have different fairness notions especially for the ows twit
model without background traf c. different numbers of hops. DRR has a goal to equally share the
resource irrespective of path routes (which is the sameagal

helps increase the utilization of bandwidth, we nd DRQ ané'@x-min fairness), but DRQ follows the proportional fasee

DRR-RED to encourage higher utilization of the bottleneck/iteria. In this topology, SG1-SG4 have a longer route and
bandwidth. use more network resources than SG5, SG6, and SG7-SG10.

. ) ) ] i So the total throughput difference comes from DRQ's use

E. Parking lot simulation with multiple dual-resource et of proportional fairness that discriminates SG1-SG4 ober t
neck links other ows because it uses more hops. The comparison of L3

To increase realism in our simulation, we simulate think utilization shows that DRQ and DRR-RED use nearly the
environment where multiple links can be dual-resource cosame amount, in Figure 12. This is becau8dies in the CPU-
strained. Figure 9 shows a parking lot topology with follogri limited region so the bandwidth usage of the ows is governed
link capacitiesB; = B, = 50 Mbps,C; = C, = C3 =40 by the fair usage of CPU. This means that the bandwidth
Mcycles/s. We vary the bandwidth capacity of libl8 from usage difference between SG1-SG4, and the other ows occur
20 to 90 Mbps to create varying bottleneck conditions. Fobbecause of SG5 and SG6 ows that traverse only one link
class of long-lived TCP ows (denoted aSG1 to SG4) creating a bandwidth bottleneck on their corresponding. lin
traverse linksL1, L2 andL 3 from sources 1-4 to sinks 1-4,However, it is incorrect to say that the fairness notion of@®R
respectively. One class of long-lived TCP ows from source &lways guarantees higher throughput than the fairnessmoti
to sink 5 (denoted aSGb) traverses link L1 only and anotherthat DRR-RED follows as it is quite possible that there are
class from source 6 to sink 6 (denoted &&6) traverses other unique situations where DRR-RED gets more throughput
link L2 only. Additional four sets of long-lived TCP ows (which is indeed shown in the next simulation). We leave as
traverse linkL 3 only (denoted aSG7 to SG10). We report future study, studying the exact conditions where DRR-RED
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example of such environments. Our goal is to assess whether a
small incremental deployment of DRQ gives any performance
advantage while keeping the rest of the network intact. In
the gure, SG's denote TCP source groups, each with ten
TCP sources, and C1 to C3 denote core routers, IE1 to IE4
denote ingress edge routers and EE1 to EE4 denote egress edge
- s s s : routers, respectively. Flows from IE1 are routed through th
20 30 40 50 60 70 80 9C .
L3 linkbandwidth (Mbps) shortest path to EE1 and etc. In this setup, all the routerspx
IE1 and EE1 are conventional packet routers with no CPU

Fig. 11. Total throughput comparison between DRQ, DRR-REI, RED-  constraint and IE1 and EE1 are the media gateways/routers
RED. It shows the sum of throughput for all ows from SG1 to SIGIn 9 y

this setup, DRQ achieves the best throughput over the otttemses. This that may run in _the CPU'||m|_ted region.
is because the PF rate allocation of DRQ installs fairnessngmows that In this simulation, we consider two different source grqups

traverse different numbers of hops. RED-RED still consityeshows lower gG1 and SG2, that traverse the same end-to-end path from
throughput IE1 to EE1.SG1 consists of ows with a high processing
density (v; = 2.5) while SG2 consists of ows with a low
can have better throughput than DRQ and vice versa. ~ Processing density = 0:5). Flows fromSG3 to SG5 do
not require any CPU processing. Note also that in this setup,
F. Impact of incremental deployment SG1, SG2 andSG3 share the same bottleneck links1(and
In this section, we examine the performance impact &f2).
incrementally deploying DRQ in the current Internet. The In Figure 14 we compare the average throughput of three
natural places where DRQ can be initially deployed are yikesource groupS$ G1, SG2 andSG3, and the aggregate through-
to be edges. This is because the current Internet trend esfo kput of SG1 and SG2 while varying the CPU capacity of
the “middle” slim by pushing complicated tasks to the eddes tE1. As expected, with RED-RED, SG1 and SG2 achieve
the Internet. Thus, while core routers focus on moving peckehe equal bandwidth sharing irrespective of the CPU capacit
as fast as possible, routers, proxies and gateways locateavhich give lower aggregate throughput. We can see that
edges of the Internet perform various in-network procegsiemploying the DRQ (or DRR-RED) only at IE1 and EE1
on packets. serves more packets than RED-RED by preventing ows with
We consider an ISP environment where core routers ahigh processing demands from starving those ows with lower
most edge routers are free from processing constraint bupracessing demands. The aggregate throughput of DRR-RED
small number of designated edge gateways handle TCP ovgsslightly higher than that of DRQ.
with in-network processing requirement. Figure 13 modeks o In the next simulation, we increase the processing density

Total throughput (Mbps)
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Fig. 14. Average and aggregate throughput of different meisewhen some Fig. 15. Average and aggregate throughput when processinsitgt values
of the edge routers are under the CPU constraint. Even withadl sumber ¢ neighboring ows (SG1) are increased. This shows that D&R@ DRR-
of edge routers employing DRQ, DRQ can provide higher thrpugfor the  Rep “even in a partial deployment, achieve fairness in the @Bage when
TCP ows with in-network processing requirements. some portion of ows has increasingly higher processing detsan

(wy) of SG1 from 2 to 20 to see the impact of ows with
high processing demands while xing the processing density

of SG2 to a relatively low valuew; = 1:0) in the same setup high processing ows. That results in much higher aggregate
as the above and examine whether the fairness achievedtmy,ughput forSG1 and SG2 than with RED-RED. In RED-
DRQ in a small number of routers contributes to increasingep, because the average throughput of @1 and SG2
the total throughput of ows that pass through those routerg,ys is maintained to follow equal sharing, the CPU usage
The CPU capacity of IE1 is xed to 30 Mcycles/s. (not shown due to the space limitation) 8/G1 is highly

In Figure 15 (a)-(c), we can verify that with DRQ or DRR-unfair to that ofSG2 becausesG1 will be using much CPU
RED, the throughput of the high processing ow§@&1) thanSG2 when they have the same number of packets on the
is kept lower than that of the low processing ow§®2) network. This phenomenon has a security implication where a
to balance its CPU usage with the low processing ows imalicious ow with a high processing density can easily gtar
IE1 and EE1 as we increase the processing density of tet other competing ows from consuming CPU resources.



V. CONCLUSION [13]

We have shown that under DRQ the average equilibrium
throughput for TCP Reno sources becomes proportionalty f&§4]
in the dual-resource environment. Moreover, such an dguili
rium is unique and almost always exists, more speci cally;s)
as long as the per- ow steady-state average TCP window size
(or per- ow bandwidth-delay product) is sustainable at buea (16]
greater than or equal to 2 packets.

DRQ signi cantly outperforms RED-RED scheme whilef17]
maintaining a certain level of fairness. DRQ is scalable to
a large number of ows and incrementally deployable singgg;
it does not require any change in end-host TCP stacks and
builds on an ordinary RED queue. 19]

The throughput gain achieved by DRQ over RED—REIB
comes mostly from two features of its marking scheme. Thzo]
weighted marking at a CPU queue (in proportion to processing
densities of ows) yields fair sharing of CPU cycles Wherlevetﬂ]
this resource is scarce, which consequently, results im-ove
all throughput increase. Second, the inter-resource mgyki
which is a unique feature of DRQ, gives extra penalty to ow¥?
that traverses more number of resources, which also resaultgys;
overall throughput increase.

We show by simulation that even a partial deploymerfbr]
of DRQ is bene cial to increasing performance when it is
implemented on a few selected locations where special {85]
network processing services (e.g., media translatiortppod

. . 26
conversion, security and PEP) are enabled. (26l
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also holds for(r ; ; ) by th% Lagrangian optimality of

(r; ; )inEg. (6)with ¢= 2
Next we prove the converse that if the average Reno/DRQ
network has an equilibrium poink(, , ,p,y.,z,v,

¢ ,0¢ ), thenk , , )isthe primal-dual anmaI solut|on

of the corresponding Proble® with ¢ = 372Ms and,

moreover, no other equilibrium points can exist in the nekwo
By the duality theory [15], the necessary and suf cient con-
dition for (x ; ; ) to be the primal-dual optimal solution
of ProblemP is thatx is primal feasible,( ; ) is dual
feasible, andx ; ; ) satises Lagrangian optimality and
g,omplementary slackness. First, qu) and @) |mpIy that
s2s(yXs  Biforalll 2 L and sZS(k)W Xs  Ck
for all k 2 K, and Eq. (9) implies thak 0. Thus,x
is primal feasible. Second, the dual feasibility (of ; ) is
obvious since and cannot be negative by the de nition
of REDs in Egs. (10) and (13). Third, since E®) is the
Lagrangian optimality condition of Probled, we need to
show that

x. = P s p ; 8s2S (33)
° 2k WE Kkt 20

hold. Consider ows. If we suppose that, =0, 8k 2 K (s),

and | =0, 8 2 L(s), for this ow s, thenp, = 0 from

Eq. (15), which contradicts Eq. (9) since it cannot have an
equilibrium point satisfyingp; = 0. Thus, at least one of,,

k2 K(s),and |, |2 L(s), must be positive, which implies
thatO < pg < 1from Eq. (15) and consequentk; > O from

Eq (9) Therefore, from Eq. (9), we know th.‘:l%ﬁ(l—ps =

ps (Ns is cancelled out). Solving, from this equatlon by

substlﬁutmg Eq. (15) at equilibrium fqx,, we get Eq. (33) with
3=2M

s = , which concludes the Lagrafgglan optimality of
x: ;). Las,gy, we need to show thaf (¢, () WeXs
C)=0and | ( sgsg)Xs Bi)=0forallk 2 K andl 2 L
to check complementary slackness (af ; ; ). Consider

arbitraryk 2 K . If we suppose that ¢, g, wkxg Cy < 0,
thenz, = v, =0 from Eq. @). Thus,¢, =0 from Eqg. (14)
anchonsequentka = 0 from Eg. (13), wlpjch concludes
k( sas WeXs  Ck) = 0. Similarly, | (50 Xs

B|) = 0 for arbitrary|l 2 L. Therefore, we conclude that
(x ; ; ) isthe primal-dual optimal solution of Proble
Moreover,x is unique since the optimal solution of Problem
P is unique. From Eq. (10), it is obvious thgf > b, if

, > 0and0 vy, b otherwise. The same argument can
be applied to CPU queues from Eq. (13).



