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The Problem: Example DFT

Discrete Fourier Transform (DFT) on 2xCore2Duo 3 GHz (single precision)
Performance [Gflop/s]
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Best code

Numerical recipes
0
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input size

m Standard desktop computer, vendor compiler, using optimization flags
= All implementations have roughly the same operations count =4nlog,(n)
m Maybe the DFT is just difficult?
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Evolution of Processors (Intel)

N J
*
’0
*
‘0
Floating point peak performance [Mflop/s] ‘0’
CPU frequency [MHz] o
*
100,000
Era of
work required parallelism
10,000
/ / IIIIIIIIIIIII>
Core 2 Duo \
T Pentium 4 Core 2 Quad
1,000
Pentium III
Pentium II free speedup
Pentium Pro
100
single precision
Pentium —8—double precision
——CPU frequency
10 ] L) L] L] L L L) L L] L) L] L L L
1993 1995 1997 1999 2001 2003 2005 2007

Year
data: www.sandpile.org

High performance library development becomes increasingly difficult



DFT Plot: Analysis

Discrete Fourier Transform (DFT) on 2xCore2Duo 3 GHz
Performance [Gflop/s]
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High performance library development has become a nightmare
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Organization

m Spiral: Brief overview

m Parallelization using symbolic computation

m Conclusion
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Spiral

m Library generator for linear transforms
(DFT, DCT, DWT, filters, ....) and recently more ...

= Wide range of platforms supported:
scalar, fixed point, vector, parallel, Verilog

m Research Goal: “Teach” computers to write fast libraries
= Complete automation of implementation and optimization
= Conquer the “high” algorithm level for automation

= When a new platform comes out:
Regenerate a retuned library

= When a new platform paradigm comes out (e.g., multicore):
Update the tool and then regenerate library
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How Spiral Works

Problem specification (transform)

Spiral: 1
Complete automation of '

the implementation and Algorithm Generation
optimization task

controls

Algorithm Optimization

Basic ideas: algorithm

Declarative representation Implementation
of algorithms

controls

Code Optimization

Rewriting systems to
generate and opt.lmlze Compilation
algorithms at a high level

of abstraction Compiler Optimizations

performance

Spiral

Fast executable
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Linear Transforms

= Mathematically: Matrix-vector multiplication

Yo L0
y = ’y:l y = Tr Jo— x:l
Yn—1 1‘ Tn—1
Output vector Transform Input vector
= matrix

m Example: Discrete Fourier transform (DFT)

DFTn — [e—Qk‘EWi/?’L]ng’E<n



Transform Algorithms: Example 4-point FFT

Cooley/Tukey fast Fourier transform (FFT):

11 1 1]t 1 -2 11 - -]

1 j -1 —j| (-1 - 1]-1 - fr -1 - -1

1 -1 1 -1 |1 - -1 |- -1 |- - 1 1|1

I T A T I O AR 1 | I | ISP N | R
Fourier transform Diagonal matrix (twiddles)

| |
DFT, — (DFT> ®1,)T5(l, @ DFT5) L3
| | |

Kronecker product Identity Permutation

= Algorithms are divide-and-conquer: Breakdown rules
= Mathematical, declarative representation: SPL (signal processing language)
= SPL describes the structure of the dataflow
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Breakdown Rules (>200 for >50 Transforms)

DFT, — ng-z_zm (DF T2, ® (12— 1 @i Com tDFTop(i/k))) (RDFT), @1 ),k even,

RDFT,, RDFT>,, rDF Ty, (i/k) RDFT),
RDFT/, T RDFT), _ rDF Ty, (i/k) RDFT),
DHT, = (Pjom ® 12) DHT?r:i D | Tej2-1 @i Dom |\ pyT,, (i/k) DHT} ®Im|, keven,
DHT), DHT),, rDHTS,, (i/k) DHT/,
rDF T2, (u) 12| ® rDF T2, ((i 4+ u)/k) rDF Ty (u) @1
rDHT,,(u)| —~ m |1 @i |yDHT,,, ((i + «)/k)| ) \ rDHT,,(x) © ™) -

RDFT-3, — (Q) /3, ® I2) (I ® tDFT2,,)(i + 1/2)/k)) (RDFT-3; ®1), k even,
DCT-2, — PB5 5, (DCT-25,, K3™ & (Ij./5—1 ® Noy RDFT-33,,)) Bn@;jg ® 12)(I;m @ RDFT}) Q2 4
DCT-3, — DCT-2,)
DCT-45 = QL5 5, (Ti/2 ® Nom RDFT-3,,) Bi.(L}!)3 @ I2) (I @ RDFT-3;)Qy /2.5

DFT, — Pu(DFT,®@DFTn)Qn, n=km, gcd(k,m) =1
DFT, — R.(I;®DFT,_1)Dy(I ®DFT,_1)Rp, p prime
DCT‘3n — (I;vn @an) L?}L(DCT—3n3(1/4) @ DCT—31n(3/4))
Im 0@ —Jp1 N
(Fo®Ln) |: %(11@219’")} , nm=2m

DCT-4,, — SpaDCT-2pdiagg<p<n(1/(2cos((2k + 1)7/4n)))

1 -1
IMDCT2;, — (Jm @I @ Lin & Jim) (GJ ®Im) ® ( 1} ®1m)) J5,, DCT-45,,

t
WHTQk — H (12k1+"'+ki—1 ®WHT2]{T ®12k1+1+"'+kr)3 k= k]_ + .-+ k.l’
i=1
Fa

diag(1,1/v2)F5
J2R13/8

DFT,
DCT-2,
DCT-4,

!

!

!

Combining these rules yields many algorithms for every given transform



SPL to Sequential Code

SPL construct

code

Yy — (finfgn)37

y = (Im ® Ap)zx
y=(Am ® In)zx
y = (@ g Ah) =

Yy = Dm’nﬂf

y = L"Mx

t[0:1:n-1] B(x[0:1:n-1]);
y[0:1:n-1] = A(t[0:1:n-1];)
for (i=0;i<m;i++)
y[i*n:1:i*n+n-1] =
A(x[i*n:1:i*n+n-1]);
for (i=0;i<m;i++)
yliin:i+m-1] =
A(x[i:n:i+m-1]);
for (i=0;i<m;i++)

yli*n:1:i*n+n-1] =

A(i, x[i*n:1:i*n+n-1]);

for (i=0;i<m*n;i++)
y[i] = Dmn[i]l#*x[i];
for (i=0;i<m;i++)
for (j=0;j<n;j++)

y[i+tm*j]l=x[n*i+j];

Correct code: easy

Example: tensor product

I7TL(§§JZX71 —

fast code: very difficult

SPIRAL
www.spiral.net
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Program Generation in Spiral (Sketched)

Optimization at all

Transform DFTg

user specified B abstraction levels
Fast algorithm (DFT,®14) 75 (I ® ((DFT5 Q1I5) parallelization
in SPL . T4 (I ® DFT5) Lg)) L8 vectorization

many choices B
3-SPL: > (8 DFT5 Gj) 3 (X Sk diag(ti,1) DFT> Gy D loop

S ( S, diag (tm) DFT, Gk,m)) optimizations

- =

C C d . void sub(double *y, double *x) {
O e' double fo0, £1, f2, £3, f4, £7, £8, £10, f11;

fo = x[0] - x[3];

[0 3
f1 = x[0] + x[3]; .
£2 = x[1] - x[2]; constant foldlng
£3 = xz[1] + =[2];
f4 = £1 - £3; H
y[o] = f1 + £3; SChedUIlng
vI[2] = 0.7071067811865476 * f4;

£7 = 0.9238795325112867 * fo; Ve
£8 = 0.3826834323650898 * f2;

yl1] = £7 + f8;

£10 = 0.3826834323650898 * f0;

£11 = (-0.9238795325112867) * £2;

y[2] = f1o0 + f£11;
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SPL to Shared Memory Code: Basic Idea

www.spiral.net

m Key construct: Tensor product

y=(eA)z =

Processor O

Processor 2

YYvYyvYvYVYYY

[A]
A

[A]
A

X y

YyYYvyYyvvyvyy

Processor 3

p-way embarrassingly parallel, load-balanced

m Problematic construct: Permutations produce false sharing

cacheline
boundaries

Task: Rewrite formulas to extract tensor product + avoid false sharing
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Step 1: Shared Memory Tags

= ldentify crucial hardware parameters
= Number of processors: p
= Cacheline size: u

m Introduce them as tags in SPL

A

=~
smp(p,u)

This means: “SPL formula (algorithm) A is to be optimized
for p processors and cache line size u”
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Step 2: Identify “Good” Formulas

= Load balanced, avoiding false sharing
= ([, @A)z with A Cmmmm
p—1
y = (@ A@-) r  with A; e Cmpexmu
1=0
y = (P@Iu)cc with P a permutation matrix

m Tagged operators (no further rewriting necessary)
p—1
Ip ®||A, @HA?;, P@I#
1=0

m Definition: A formula is fully optimized for (p, u) if it is one
of the above or of the form

I,, A or AB

where A and B are fully optimized
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Step 3: Identify Rewriting Rules

m Goal: Transform formulas into fully optimized formulas

= Formulas rewritten, tags propagated
= There may be choices
48 - 4 L
smp(p,u)  smp(p,u) smp(p,u)
Am @1y — f me@n/p)(lp@mm ®In/p))(L?p®In/pl
smp(p:p) smp(p,i1)

(Ip® Lmn/P) ( Lgn ®Im/p ),
Lmn smp(p.p1) smp(p.)
N’ pm mn/p
smp(p,u) ( Lin @ln/p )\( lp & Lm )
[ smp(p.p) smp(p,u)
Im @An — I ®|| ( Im/p ®An)
smp(p,u)

(PRI, — (P ®1,/,)81,
smp(p,u)
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Parallelization by Rewriting

DFTyy, — ((DFTm @) T5" (Im @ DFTn) L")
smMp(p,p)

smp(p,u)

. \(DFTm@)In) T (In®@DFTy ) Lt

v \W_/ ~ vl
smp(p,p)  STP@A)  smp(pu)  SMP(P:u)

— ((me ®L, /pu) O Iu) (Ip ®|(DFTp, ® In/p)) ((L?p Ly /pu) Op Ly )

p—1 _
( D T?m) <Ip @)W/ © DFTn) ) (T @) Ly ¥ ) (L5 @ L) @3 )

i=0

Fully optimized (load-balanced, no false sharing)
in the sense of our definition
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Same Approach for Different Paradigms

Threading:

DF Ty — ((DFTwm@L)TH"(ln @ DFT,) L")
smp(p.ix) )

— (DFTm®lL) T3" (mn®DFT.) Lp"
RS A ~
smp(pp)  STPEH)  smp(pyu)  SMP(RK)

= ((LP@Ly/p) @l ) (Ip @) (DF T ®1,,) ) ((LpP @ L) @ 1)

i=0

GPUs:

k—1 .
i k k—i k ¥
(DFT,J.- ) — 'l—_ID L2 ( Li-1®@DFT, ) ( L;:kf:fl(lf-: @ T;kflfl) L::='+1 ) Ry
gpu(t.c) = vec(e)

gpu(t.c)

k=1 nio . - .
= (H (L2 E1) (L1, 8x (DFT: G1) L") T@)
=0 shd(t.c)
nio wit—1l
(! ®12)(1rn—1;2®>< L?r )(Rﬁ” ®I)
shd(t,c)

m Rigorous, correct by construction
m Overcomes compiler limitations

p-1 . a
(@17%) (1 0mp©DFT) () L7 (5 0 T 011)

Vectorization:

(DFTmn) — ((DFTwm®L)T3"(lm ® DFTy) Lip" )
e ——

vec(v) vec(v)

— y—————————
— (DETm®Iy) (T )I (Imn ® DFTy) Lin"
vec(v) vec(v) vec(v)

— (I, nfv @ \L,;I:) (mé IU)WU
sse “’_'SSE
(Ims’v BCIBL) (4, ALY 8L) (2@ Ly ) (L3’ §1,))(DF T8 1,,))
sse
(L © 2B ) (ynny B3
sse

Verilog for FPGAs:

L= k -k Je—i k e
(DFT.) — [[ [ (Ir_k_l®DFT,~)(L’rkfifl(lill-@T:.kﬁ-fl)LL-H) R,
stream(r#) Li—0

stream(rs)

L= ok ok ph—i ok ok

- |II Y (Lea®DFT) (L@ Tho) )| RE
1=0stream(r*) stream(rs) stream(r*) stream(r?)
(-1 N "

- [II L (Li-s1®s(Is1®DFTy)) T R
= —- N ~~ —~—
_’*Ostream(:”) stream(rs) | stream(rs)
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Example Result: DFT on Intel Multicore

(a) Complex DFT (Intel Core i7, 2.66 GHz, 4 cores)
Performance, Gflop/s

16
Spiral generated

14
12

10
FFTW 3.2

Intel IPP 6.0

Spiral generated (1 thread)

input size

] L] ] ] L) ]
d 16 64 256 1k 4k 16k 64k 256k 1M

Computer generated code:

AUp to 4 threads, 2-way vectorized, optimized for the memory hierarchy
AFaster than any hand-written code

ASimilar results for other transforms and computing platforms
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Same Approach Beyond Transforms

Matrix-Matrix Multiplication

= £

MMMy 11— (1
MMM??'E,TLJ\' - (®)wz/ﬂsz1 @ MMM'llLb,Tl,k:

MMMm,n,k - MMMm,nb.k® (®)1 xn/nb
MMMm,n‘k - ((ZA:/k:b o (')k:/kb) ® MMMm,n‘k‘ﬁ)O
mbk/k,
(LA @ 1) % Ti)
MMMm.n,k e (Lmn/nb ® Inb)o
((®)1><'n/nb @ MMM?rL,nb,k)O

kn/n
(T % (L1 @ Tny)

JPEG 2000 (Wavelet, EBCOT)

entropy coding

DWT quantization (EBCOT + MQ)

SC(Xm,n-. ‘Tm,n) : (Zg X Zg] — (NZQJ

[IXXOI‘Q:]O(TSCXI)O[HXVXI)O(-L_iXGﬂO(‘( 1 ) . (

HV:(Z) xZ3) — N

H: ho(fx[)o(GyxCaxGyxGrxCoyxGryoLio((]) x
Vi ho(fxflo(GsxC_axGsxGyxC_ ng')oL4o(})x
frmuls o (I x subs) o (I x C; x muly) T
L ming o (C; x maxa) o (C_y x sums)

Viterbi Decoder

010001 [os13)"/e] [Fi{{s13 14 111000 01 1001 11 00 111001011010 110(

encoder

Viterbi
decoder

010001

Vit — (H(Lx1)0(1®0))01d

vec(v)

Vecv('u)

— (H(fo)g(f@(})) oId

vec(v)

E _’(H(L®IvXI)O(I®C®Iv)o(EXI))oId
=L@l x)o(I®(B@IL))o (L xI)

Synthetic Aperture Radar (SAR)

- - -

—  2D-iDFT o Interpl o MatchFilt o prep
2D-iDFT — iDFT®IiDFT
MatchFilt — Filto (I b Cf)
Filt — (I®(")
Interpl — (X ®1T) o (16 Sa,ay,) o Filto (I®1&1) xT)o(Ix Cug,g,)
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Conclusion

m Spiral:

= Successful approach to automate
the development of performance libraries l

DFTe4

void dfte4 (float *Y, float *X){
__m512 U912, U913, U914, U915,
H m512 *a2153, *a2155;

= Commercially used by Intel i (mei o, o7 (s

51108 = *((a2153 + 4)); 11323 = _mm512_add_ps(s1107,51108);
11324 = _mm512_sub_ps(s1107,s1108);

<many more lines>

U926 = _mm512_swizupconv_r32( é);
s1121 = _mm512_madd231_ps(_mm512_mul_ps(_mm512_mask_or_pi(

e

- _mmS12_set_1tol6_ps(0.70710678118654757),0xAAAA, a2154,U926),t1341),

| 0.U | _mm512_mask_sub_ps(_mm512_set_1to16_ps(0.70710678118654757), é)
\ 3 N A — Ai ~mm512_swizupconv_r32(t1341,_MM_SWIZ_REG_CDAB));
e == ==/ EEEERNNNNSSSS————r U927 = _mm512_swizupconv_r32
<many more lines>

}

m Key idea: Symbolic computation

= Domain specific declarative DFT; — (DFT,®1)T5(I, @ DFT,) LS
mathematical language

= Difficult optimizations through rewriting Im ®An) — I ®H(Im/p ®An)
smp(p,u



