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Abstract—In this paper, we proposea new multicast scheme,
PAM, which as opposedto native IP multicast, doesnot require
all routersto be IP multicast-enabled,and as opposedto existing
application-lexel multicast, does not exclude network support.
Instead, PAM relieson partial network support, selectsa small
subset of routers as PAM-enabled multicast routers that are
strategically located to sewve group communication, and adapts
its selection based on group dynamics. As a result, PAM (1)
is suitable for both sparseand densecommunication groups, (2)
can reducethe network overheadinherentin native IP multicast,
and (3) does not suffer the delay stretthh and the high stress
inherent in application-level multicast. Experimental results on
both synthetic and realistic Inter net topologies,for both sparse
and densegroups, reveal that PAM can achieve ef cient group
communication with no delay stretch, an average stressof merely
1:25, while using lessthan 15% of the multicast routers that are
neededin native IP multicast.

Index Terms—IP Multicast, Application Layer Multicast,
stress,delay stretch.

I. INTRODUCTION

Group communicationis requiredto supportpopular dis-
tributed applicationssuch as IPTV and distributed gaming.
Efcient group communicationresultsin pleasantuser ex-
perienceby avoiding unnecessangtretch in communication
delays,and a betteruseof the network by avoiding unneces-
sarystresson network resourceslP multicastwasproposedo
supportef cient groupcommunicationHowever, IP multicast
is notwidely deployeddueto its overhead Speci cally, native
IP multicastrequires(1) all routersto be IP multicastenabled,
and (2) eachrouterto maintaina multicastrouting table per
communicatinggroup. The multicastrouting tableis updated
as group membersjoin and leave, which consumesetwork
resourcegspeciallywhenthe numberof co-existing groupsis
large.

To counterthe limitations of IP multicast, several group
communicatiompproachesave beenproposed5]. (1) Small
Group Multicast (SGM) [2] tries to remove the burden of
running multicastrouting protocolsand maintainingmulticast
statefor small multicastgroupsfrom the network. In SGM
the multicast state is carried in each data paclet and is
processedn real time along the forwarding path. Similarly,
Reunite[11] emplgys recursve unicastto ful Il the multicast
functionality. (2) Application-level multicast(ALM) doesnot

assumenetwork support[12], [1], [14], [4], [10], [15], [16],

[17]. Instead|t relieson self-olganizinggroupmemberdn an
overlay and communicationbetweennodesis through other
overlay membersusing unicast paclets. As a result, ALM

communicatiorincursextra communicatiordelayandinduces
stresson network resourceslt has beenshavn that ALM

with stratgically locatedproxiesmay work betterthan pure
ALM [8]. Both SGM and ALM do not scaleto large groups.
(3) Hybrid multicastschemes|[18], [19], [9], [7] connectIP
multicastislandsthroughunicasttunnelsin orderto limit the
IP multicastoverheadn the network. For example,DTM [13]

relies on connectingbranchingroutersin a multicastdelivery
treethroughunicasttunnels.

In this paper we proposea new hybrid multicastscheme,
PAM, which asopposedo native IP multicast,doesnotrequire
all routersto be IP multicast-enablecandasopposedo ALM,
does not exclude network support. Instead, PAM relies on
partial network support,selectsa small subsetof routersas
PAM-enabled multicast routersthat are stratgically located
to sene group communicationand adaptsits selectionbased
on group dynamics.As a result, PAM, asopposedo existing
hybrid multicast schemes,is suitable for both sparseand
densecommunicationgroups.PAM alsoreducesthe network
overheadinherentin native IP multicast,and doesnot suffer
the delay stretch and the high stressinherentin application-
level multicast. Experimentalresults on both synthetic and
realisticInternettopologies for both sparseanddensegroups,
reveal that PAM can achieve ef cient group communication
with no delay stretch,an averagestressof merely 1:25, while
using lessthan 15% of the multicastroutersthat are needed
in native IP multicast.

The restof the paperis organizedasfollows. In Sectionll|
we overview the PAM architectureln Sectionlll, we provide
the details of the PAM protocol. In SectionlV we present
and discussthe experimentalresults.We nally concludein
SectionV.

Il. ARCHITECTURE OVERVIEW

A nodeactingasthe source of the PAM multicasttransmis-
sionis expectedto adwertisethe groupID de ned as< source
IP addressport numbepr througha well-known web page.
The multicastgroupmay alsobe assigneda classD multicast



Fig. 1. A contentdelivery tree.

addressandthe mappingbetweerthe classD addressandthe
groupID canbe donethroughsessiondirectoryserviceq21].

A contentdeliverytreerootedatthe sourcenode with group
membersat its leaves, is constructedas group membersjoin
the system— Refer to Sectionlll for the tree construction
details. As shovn in Figure 1, the delivery tree may have
someroutersactingasPAM multicastrouters,which we refer
to as m-routers, and the other routersbeing unicastrouters,
which we refer to asu-routers.

Eachrouter R, whetherit is an m-router or a u-router,
maintainsIP addressinformation about its closestm-router
for this group along each downstreaminterface, and if no
m-router exists along a downstreaminterface, then R also
maintains information about all groups membersthat are
reachableghroughthis downstreaminterfaceover the delivery
tree. We refer to the nodesfor which a router R, maintains
IP addressinformation as R's children, and refer to R as
their parent For example,in Figure 1, routersMy, M1 and
M, are m-routers.RouterM's children are group members
Gg, G3 andm-routersM; andM,. RouterM {'s childrenare
group membersG; andG,. RouterM's children are group
membersG4, Gs, Gg and G7. RoutersUg, U, Uy, Uz, Uy
andUs areu-routers.Gq is achild for Ug andfor U;. M isa
child for U, andUs;. G4 and Gs arethe childrenfor Us. Gg,
Gs, andGg arethe childrenfor U,. Furthermoregachrouter
maintainsinformation aboutits parentin the tree, which is
typically an m-router, and the numberof hope towards the
parent.

Eachm-routercreatesan IP tunnelwith eachof its children.
Upon receving contentfrom the source,whetherdirectly or
throughintermediaterouters,an m-routercreatesand sendsa

copy to eachof its childrenthroughthe correspondingunnel
(IP-in-IP encapsulation)The arrows in Figure 1 shav the
tunnelsusedby eachm-router Note thatif an m-router M ,
has a directly connectedchild, which is also an m-router
then M can simply sendan IP multicast paclet, using the
group's classD address,to this child insteadof doing IP-
in-IP encapsulationFor example,Mg in Figure 1 can send
IP multicast paclets to M,. On the other hand, children
information at u-routers are not usedto route/tunnelPAM

multicast paclets. Instead,they are used merely to decide
whetherthey shouldswitchto m-routersor not. Thusu-routers
will forward tunneledpacletsfrom their upstreamparentsin

the treejust like typical unicastroutersdo. Thatis, u-routers,
asopposedo m-routers,forward onepaclet at a time without
the overheadof replicating and sendingcontentto multiple
destinations.

The questionnow is: How arem-routersselectedr more
speci cally, what triggers a u-router's decisionto corvert
to an m-router? To answerthis question,notice that if all
routers are m-routers, then there will be no extra stressat
ary link (the delivered contentwill traverseeachlink only
once)but all routerswill have to participatein the multicast
content replication and routing. On the other hand, If all
routersare u-routers,then the stresson mary links will be
high (content copies are likely to traverse the samelinks
mary times) but routers will merely forward paclets with
no multicastoverhead Notice that in either case,thereis no
extra delay stretchasis the casein ALM, andthe tradeof is
betweemetwork stressandmulticastoverhead PAM exploits
this tradeof. In other words, PAM will introducem-routers
only to reducehigh stress.High stresswill happenin the
following two scenarios:

A u-router, R, having a large numberof children (high
degree).The reasorfor the high stressn this caseis that
an upstreamm-router, M, will have to duplicatepaclets
for all R's childrenandthesecopieswill all travel over
the links connectingM to R, leadingto the high stress
over theselinks. The solution to the high stressin this
caseis to corvert R into into an m-router Figure 2(A)

shaws this casewhen R is a u-router comparedto an
m-routet

A u-router, R, having (1) at leasttwo children, and (2)

having a large numberof upstreanmu-routerhopstowards
its parent(an m-router) in the tree. The reasonfor the
high stressin this caseis that R's parentwill have to

duplicateand sendpacletsfor all R's children over the
large numberof hopsconnectingR's parentto R. The
solution to the high stressin this caseis to corvert R

into into an m-router Figure 2(B) shows this casewhen
R is a u-routercomparedo an m-routetr

PAM resolhes these high stresscasesby converting prob-
lematic u-routersto m-routers through two thresholds:(1)
A dgyree threshold,and (2) a hop threshold.If the number
of children of a u-router exceedsthe degree threshold, or
if the numberof upstreamhops from a u-router to its m-



Fig. 2.

router parentin the tree exceedsthe hop threshold,then the
routeris corvertedinto an m-router Note thatthe information
maintainedat each router, the children and the number of
hops towards the parent,is usedto test whetherthe degree
and hop thresholdsare violated or not. The tree in Figure
1 is constructedwith a degreethresholdequalto four and a
hopthresholdequalto two. By varyingthesethresholdsPAM

becomesvaries in its aggressienessin assigningmulticast
routersandmanaginghe stresson the network resourcesand
adaptsthe locationsof thesemulticastroutersto the locations
of the groupmembersin the delivery tree.

I1l. PROTOCOL DETAILS

PAM mainly relieson the following messageg(1) join, (2)
graft, and (3) prune All thesemessagesre sent upstream
in the delivery tree. Routers,which are not willing to run
the PAM protocol are not problematicto PAM routersas all
messagesire tunneledthroughthem. PAM routers(u-routers
and m-routers)maintaintheir childrenandparentinformation
as soft state. Join messagesre sent periodically to update
the routers' state. This information expires after sometime
periodandis purgedfrom routersif notupdatedLeave, graft,
and prune messagesre triggeredby a changeof the state
maintainedat PAM routersas explainedbelow.

Join messagefrom nodesjoining the systemare unicasted
towards the source node in order to construct/updatethe
delivery tree. Join messagegary a protocol ID eld in the
IP headerthat is representatie of the PAM protocol, and
someadditional PAM elds to identify the messageype, the
multicastaddressetc. A Join messagelestinedto the source
of a multicast group G is eventually interceptedby an m-
routerfor groupG, a u-router, or the sourceitself, which also
actsaseithera u-routeror an m-routet Uponreceving ajoin
messagea u-router U, addsthe IP addressinformation of
the joining nodeto its own list of children. If the numberof
childrenof U doesnot exceedthe degreethreshold,D, andif
the numberof upstreamu-routersfrom U to its parentdoes

lllustration of high stressdueto (A) high degreeand (B) high numberof upstreamu-router hops.

not exceedthe hop threshold,H, then U forwardsthe join
messagaupstream.Otherwise,if the degreethresholdor the
hop thresholdis violated, then U corverts into an m-router
and sendsa prune messageupstream.The prune message
containsU's list of children so that upstreamroutersremove
U'schildrenfrom their own list of childrenandappendJ itself
to their list. Upon receving a join messagean m-router, M ,
addsthe IP addressnformationof the joining nodeto its own
list of children, but doesnot sendthe join messagdurther
upstreamin the tree. When the degree thresholdand/or the
hop thresholdat an m-router becomenon-violatedthen the
router reverts back to a u-router and sendsa graft message
upstreamto implant his childrenin the upstreanrouters.

Uponreceving a prunemessageata u-router, R, therouter
removesthe list of nodesprovidedin the prunemessagdrom
its own list of children and appendsthe IP addressof the
nodeoriginatingthe messageo its list of children.The prune
messagés thenforwardedto upstreanrouters.Uponreceving
a prune messageat an m-router M, the router removesthe
list of nodesprovidedin the prunemessagdrom its own list
of childrenandappendghe IP addresf the nodeoriginating
the messagdo its list of children. The prune messages not
forwardedary further,

Uponreceving a graft messageat a u-router, R, the router
appendghe list of nodesprovided in the graft messageo its
own list of childrenand removesthe IP addressof the node
originating the messagefrom its list of children. The graft
messages thenforwardedto upstreanroutersonly if R will
not convertto m-router Uponreceving a graft messaget an
m-router, M , the routerappendghe list of nodesprovided in
the graft messageo its own list of childrenandremovesthe
IP addressf the nodeoriginatingthe messagérom its list of
children. The graft messagés not forwardedary further,
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Fig. 3. Performanceof the multicaststratgies on the GTITM topology asthe group sizeincreases.

V. PERFORMANCE EVALUATION
A. SimulationSetup

We testthe performancef PAM on (1) a synthetictopology
usingtheGTITM Internettopologygeneratof3] and(2) areal
shapshobf the Internettopology collectedon PlanetLab[20].
GTITM employs a transit-stubmodelto generataouterlevel
topologies.In our experiment,the GTITM topology hasone
transit domain with 5 transit nodes, 5 stub domains per
transit node, and 40 nodesin each stub domain. The total
numberof nodesin the graphis 1005 In our study of the
GTITM topology we generate25 different instances,with
different random seedson 5 topologies,eachwith random
group members.Each result is an averageof the 25 runs.
Group membersonly belongto stub domains.We vary the
group size between100 and 800 to representvarious group
densities.

The PlanetLabtopology was obtainedby collecting path
informationbetweerb98 PlanetLamodesusingthetraceioute
tool. However, blocked ICMP messagesand unresponsie
routers have lead to incompletetraceoutepath information
and we were able to get completepath information between
only 364 nodes.The tracerouteprobing betweenthese 364
nodesrevealed8530distinct IP addressesiVe thenperformed
alias resolutionon theselP addressesthroughreverse DNS

queries,in order to reveal the IP addresseghat belong to
different interfacesof the samerouter As a result, we only
had 8075 routers connectingthe 364 PlanetLabnodes.In
our simulations,we attach group membersto theserouters
uniformly at random.In our study of the PlanetLabtopology
asin the GTITM casewe generate25 differentinstancesand
eachresultis an averageof 25 runson theseinstances.

In our experimentontheGTITM andPlanetLaliopologies,
we capturethe following performancametrics:(1) thefraction
of multicastrouters, (2) the maximunfanout (3) the maximum
stress (4) the average stress The maximum fanout is the
maximumnodedegree.The stresss de ned asthe maximum
numberof duplicatecopiesof the multicastcontenttransmitted
on ary network link. Given a fraction of multicastrouters,p,
andanaveragestresss, we estimatea protocoleffectivenesas
s:p. Thesmallerthevalueof s:p the better For example,if the
numberof multicastroutersis reducedto half (p = 0:5), and
the averagestressis doubled(s = 2), then the effectiveness
becomesl. PAM can obtain an averagestressof s = 1:25
using only 6% of the existing routers as multicast routers
(p = 0:06) leadingto an effectivenessof 0:075.

We comparePAM with (1) DVMRP [22], (2) DTM [13],

and(3) STAR. DVMRP is network level multicastprotocolin
which all routersare multicastenabled DTM createsunnels
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Fig. 4. Performanceof PAM on the GTITM topology aswe vary the thresholdvalues,D andH .

only betweenbranchingroutersand thus only assumeghat
thesebranchingroutersaremulticastcapable STAR represents
the otherendof the spectrunin which no routersaremulticast
enabledand the source sendscontentdirectly to all group
memberghroughunicasttransmissionPAM, DVMRP, DTM,
and STAR all do not lead to delay distortion; DVMRP and
DTM bothalsodo notleadto network stress;STAR resultsin
morestresghanthe otherthreeprotocols;andPAM adaptvely
adaptghe numberandthelocationof multicastcapablerouters
to attain minimal stress.

B. PerformanceResults

Recall that PAM relies on two thresholds: The degree
threshold, D, and the hop threshold, H. We refer to
PAM(D ,H) asthe PAM protocolusingtheD andH threshold
values.PAM(1 ,H) refersto the PAM protocolwhenD = 1 ,
that is when the degree thresholdis not consideredin the
clustering decision at PAM routers. Similarly, PAM(D,1 )
refersto the casewhenthe hop thresholdis not considered.

In Figure 3 we comparethe performanceof the different
multicast stratgjies as we vary the multicast group size on
the GTITM topology For eachmeasuregerformancemetric,
we plot three curves for the PAM protocol to highlight the
impactof the degreeand paththresholdsSpeci cally we plot
the resultsfor PAM(5,2), PAM(1 ,2), and PAM (5,1 ). The

cunesin Figure 3 shav that (1) Combiningthe degree and
hopthresholddeadsto betterperformancewith relatively less
multicast routersthan using only one of the thresholds.(2)
PAM is able to reducethe numberof multicastroutersdra-
matically with minimal impacton performanceFor example,
PAM useslessthan50% the multicastroutersthanDTM, and
only 10% to 15% of the multicastroutersin DVMRP with
roughly similar stressandfanout.The averagestressfor PAM
wasonly 1:25 while STAR hasa stressas high as 6. (3) As
the group size increasesthe bene ts of using PAM become
more prevalent.

In Figure4 we plot the performancenf the PAM protocolon
the GTITM topologyaswe vary thedegreethreshold D , when
thegroupsizeis 500andthehopthresholdH is equalto 2 and
to 4. Theresultsclearly shav PAM' s ability to trademulticast
state/routergor performanceSpeci cally, whenthe threshold
valuesincrease,the number of multicast routers decreases,
while the stressand fanout values increase.We have also
testeda skewed distribution of the multicastgroup members
in the GTITM topology following a Zipf distribution, instead
of placingthem uniformly at random.Our resultsfollow our
intuition that the performanceis better than in the uniform
distribution case.

In Figure 5 we comparethe performanceof the different
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Fig. 5. Performanceof the multicaststratgies on the PlanetLabtopology asthe group size increases.

multicaststratgiesaswe vary the multicastgroupsizeon the
PlanetLabtopology The resultshave similar trendsas those
obsened in Figure 3. The numberof PAM routersremains
abouthalf the DTM multicastroutersandis reducedo around
6% of the DVMRP multicastrouters,with an averagestressof
1:1. By comparingthe resultson the GTITM and PlanetLab,
it is clear that the PAM edgeis more pronouncedon the
PlanetLabtopology This is dueto the differencebetweenthe
GTITM andPlanetLabtopology structuresGTITM generates
afat treewith alow diameter(around9), while PlanetLabhas
adiameterabove 30. Soon PlanetLalthereis morechanceor
clusteringnodesby multicastrouters.The resultsobtainedby
varyingthe PAM thresholdvaluesaresimilar to thoseobtained
on the GTITM topology

V. CONCLUSION AND FUTURE WORK

In this paperwe introducePAM, a hybrid network multicast
schemewhich canadaptthe con guration of the multicastde-
livery treethusdelivering a performancecloseto IP multicast
with no delay stretchand minimal network stress,with only
a small fraction of the multicastenabledroutersrequiredfor
native IP multicast.PAM excelsin realisticInternettopologies.
Therearenumerougossibleextensionso PAM. Adaptingthe
thresholdvalueswith the underlyingtopology and group size

is onedirection. Implementingand testingPAM in a realistic
Internetsetupis another
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