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Abstract

The combination of classifiers has long been proposed
as a method to improve the accuracy achieved in iso-
lation by a single classifier. In contrast to such well-
explored methods as boosting and bagging, we are
interested in ensemble methods that allow the com-
bination of heterogeneous sets of classifiers, which
are classifiers built using differing learning paradigms.
We focus on theoretical and experimental compar-
ison of five such combination methods: majority
vote, a Bayesian method, a Dempster-Shafer method,
behavior-knowledge space, and logistic regression. We
have developed an upper bound on the accuracy that
can be obtained by any of the five methods of combi-
nation, and can show that this estimate can be used to
determine whether an ensemble may improve the per-
formance of its members. We have conducted a series
of experiments using standard data sets and learning
methods, and compared experimental results to theo-
retical expectations.

Introduction

The reasons for combining the outputs of multiple clas-
sifiers are compelling, because different classifiers may
implicitly represent different useful aspects of a prob-
lem, or of the input data, while no one classifier rep-
resents all useful aspects. In the context of pattern
recognition, the idea of combining the decisions of sev-
eral classifiers has been well explored. A wide variety
of methods have been used to combine the results of
several neural networks [Cho 95, Krogh & Vedelsby 95,
Perrone & Cooper 93, Schaal & Atkeson 95, Tumer &
Ghosh 94], decision trees [Ali & Pazzani 95b, Kong &
Dietterich 95, Bauer & Kohavi 99], sets of rules [Ali
& Pazzani 95a], and other models [Ho, Hull, & Sri-
hari 94; Huang & Suen 95; Wernecke 92; Xu, Krzyzak,
& Suen 92; Xu & Jordan 93; Xu, Jordan, & Hinton
95]. Among the well-known general methods proposed
have been bagging [Breiman 96] and Adaboost [Freund
& Schapire 97].

In contrast to approaches which combine models
derived from multiple versions of the same learning

method, the specific focus of this paper is on ensem-
ble methods that are able to combine the decisions of
multiple classifiers of different types, so-called hetero-
geneous sets of classifiers. Different classifiers typically
express their opinions in different ways. For example,
an expert may report probabilities, distances between
the concept described by an example and already de-
fined concepts, or simply a label representing the pre-
dicted class of the example.

We can formalize our problem as follows. Assume a
pattern space U = C; UCy U ... U Cyy of M mutually
exclusive sets, where each C;, for all 4 € {1,..., M}
represent a set of patterns called a class. Each expert
or classifier (denoted by e) assigns to a sample z €U
an index je{1,..., M + 1} that represents x as being
from class Cj, if § # M +1, and j = M + 1 represents
that the expert has no idea about which class x belongs
to, i.e. x is rejected by e. The decision of expert e is
denoted by e(x) = j.

Based on this definition of the decision of an expert,
our problem can be defined as the combination of
D different classifiers ey, k = 1,..., D, each of which
assigns x to a label ji denoted ex(x) = jk, into an
integrated classifier E, which gives x one definitive
label j. The performance of a classifier can be described
by its recognition, substitution, and rejection rates.

To investigate systematically various approaches to
combination, we performed the following set of exper-
iments. We began with the only four data sets from
the UCI repository [UCI 96] that were suitable for our
purposes: Tic-Tac-Toe Endgame, Wisconsin Breast
Cancer, Pima Indians Diabetes, and Credit Screening.
These data sets were each used to train a heteroge-
neous set of three classifiers using standard techniques:
a decision tree, a Bayesian belief network, and a back-
propagation neural network. To obtain an integrated
classifier, the results of the classifiers for each data set
were then combined into an ensemble using five meth-
ods: majority vote, a method based on Bayes’ rule, a
method based on Dempster-Shafer evidence combina-



tion, behavior-knowledge space, and logistic regression.
Next, by examining conditions under which the com-
bination of classifiers does not improve the accuracy
obtained by a single expert, we developed a method
to predict the theoretical maximum recognition rate
that can be achieved by each of the ensemble meth-
ods. Finally, we compared the experimentally observed
changes in accuracy of the ensemble models with the
theoretical bounds.

Methods of Combining Multiple
Classifiers

Combination methods arising in statistics [French 85]
and operations research [Bates & Granger 69] typically
combine not only classification but also measures of
confidence in these opinions. These combination tech-
niques require that measures be homogeneous, that is,
of the same kind for all the experts in the group; for ex-
ample, all of them represent probabilities, or distances,
or they need to be converted to equivalent scales. If
the experts are not able to supply the same measure
of confidence, or not able to supply any measure at
all, we are confronted with a different problem. This
is the case of interest to us, when several heteroge-
neous classifiers are to be combined, where the only
common information that is available from all the ex-
perts is their opinion. Methods have been developed
to deal with this problem, and they are described in
this section.

Voting

Generally speaking, the voting principle is just what
we know as majority voting. Several variations of this
idea have been proposed:

Unanimity. The combined classifier decides that an
input pattern x comes from class C; if and only if
all the classifiers decide that x comes from class C},
otherwise it rejects x.

Modified unanimity. The combined classifier de-
cides that an observation x comes from class C; if
some classifiers support that x belongs to C;, and no
other classifier supports that x belongs to any other
class (i.e. rejects x), otherwise it rejects x.

(Weighted or unweighted) majority. The major-
ity rule, where the combined classifier decides an ob-
servation x belongs to class C; if more than half of
the classifiers support that x belongs to C;. A mod-
ification of this rule is to require a different propor-
tion of classifiers to agree instead of half of them.

Thresholded plurality. The combined classifier de-
cides for the observation x belonging to class Cj if

the number of classifiers that support it is consider-
ably bigger than the number of classifiers that sup-
port any other class.

Combining classifiers with this method is simple; it
does not require any previous knowledge of the behav-
ior of the classifiers nor does it require any complex
methodology to decide. It only counts the number of
classifiers that agree in their decision and accordingly
decides the class to which the input pattern belongs.
This simplicity has a drawback, however: the weight
of the decision of all the classifiers is equal, even when
some of the classifiers are much more accurate than
others.

Bayesian Ensemble Methods

Voting methods are based solely on the output label
computed by each classifier. No expertise or accuracy
is considered. In these methods the decision of each
classifier is treated as one vote, but what happens if
one of the classifiers is much more accurate than any
other? Should its accuracy not be considered in the
combination? Let us suppose that we ask two experts
about their opinions on whether a stock value will in-
crease in the next month. We are likely to consider
their opinions differently depending on how accurate
they have been in the past.

To address this problem we can establish weights
proportional to each expert’s accuracy, so each clas-
sifier’s output is considered according to its past per-
formance and combining them using Bayes’ theorem
[French 85, Lee 97].

Behavior-Knowledge Space Methods

One of the strongest conditions for the applicability of
Bayes’ rule to combine the decision of several experts
is the fact that they must perform independently. The
Behavior-Knowledge Space (BKS) method [Huang &
Suen 95, Wernecke 92], by contrast, makes no assump-
tion about the data to be combined.

A BKS is a D-dimensional space, where each dimen-
sion corresponds to the decision of one classifier. Each
classifier has M + 1 possible decision values, for the M
classes plus the rejection of the given sample by the
classifier (class M + 1). The intersection of the deci-
sions of individual classifiers occupies one point of the
BKS.

Dempster-Shafer Ensemble Methods

The use of Bayes’ rule to combine the decision of sev-
eral classifiers may be inappropriate in some cases.
Bayes’ rule requires the belief measures to behave as
probabilities [Lee 97] and in the case of decision of ex-
perts this is a requirement often impossible to satisfy.



The Dempster-Shafer calculus is a system for manip-
ulating degrees of belief that is more general than the
Bayesian approach and does not require the additive
probability assumption. Xu [Xu, Krzyzak, & Suen 92]
introduced a method to combine multiple classifiers by
adapting Dempster-Shafer’s evidence theory.

In using Dempster-Shafer theory to combine the de-
cisions of several classifiers, the exclusive and exhaus-
tive possibilities that form the frame of discernment 6
are the propositions z € C;, i = 1,..., M that denote
that an input sample x comes from class Cj.

Logistic Regression Ensembles

Another method that assigns weights to each classifier
is the combination using logistic regression [Ho, Hull,
& Srihari 94].

Consider Y;, a binary variable that has value 1 when
x € C; and 0 otherwise. The goal of recognition is to
predict the value of Y;, for all ¢ = 1,..., M. Since
Y; is a binary value, the combination problem may be
reformulated in the context of logistic regression anal-
ysis, where Y; depends on the value of an explanatory
variable.

Analysis of Ensemble Methods

These methods have all been used in applications, but
the empirical evidence of their effectiveness is mixed.
In many studies they have improved the accuracy ob-
tained by any single classifier [Ali & Pazzani 95a; Ho,
Hull, & Srihari 94; Huang & Suen 95; Wernecke 92;
Xu, Krzyzak, & Suen 92]. At the same time, in other
analytical studies no improvement was seen from that
of the single classifier [Hansen & Salamon 90, Meir 95].
Characteristics of the data to be combined determine
the degree of improvement obtained by the combina-
tion.

Since, unlike all our other combination methods.
majority voting is not based on the performance of the
members of the ensemble, we analyze the performance
of majority voting separately.

Majority Voting
When multiple classifiers are combined using majority
vote, we expect to obtain good results based on the be-
lief that the majority of experts are more likely to be
correct in their decision when they agree in their opin-
ion. So if the decision of D classifiers are combined,
and more than half of them decide that observation x
belongs to class C;, the ensemble decides that x€C;.
Even when common sense leads us to believe that
combining expert’s decisions in this way will improve
the correctness of the integrated result, this is not al-
ways true. Hansen and Salamon [Hansen & Salamon

90] show that if all of the classifiers being combined
have an error rate less than 50%, we may expect the
accuracy of the ensemble to improve when we add more
experts to the combination. However, their proof is
restricted to the situation when all of the classifiers
perform independently and have the same error rate.

Ali and Pazzani [Ali & Pazzani 95b] show that the
degree of error reduction obtained by the ensemble of
classifiers that uses majority voting is related to the
degree to which the members of the ensemble make
errors in an uncorrelated manner. Matan [Matan 96]
has established lower and upper bounds for the ensem-
ble of classifiers, showing that majority voting might,
in certain conditions, perform worse than any of the
members of the ensemble.

Ensembles Based on the Performance of
their Members

The majority voting combination does not consider
that some classifiers of the ensemble may be more accu-
rate than others and treats the opinions of each expert
as a vote, independently of the fact that this classifier
may be always wrong or right.

In attempt to improve the performance of the combi-
nation over majority voting, we explored other ways of
combining different classifiers that consider individual
classifier performance. Other methods to combine the
expert decisions have different characteristics and rely
on different assumptions, so each may combine some
kinds of data better than others. We also show how to
estimate an upper bound for the performance of any
ensemble, regardless of the combination method used.

Independence. Combinations based on Bayes’ the-
orem and Dempster-Shafer theory assume indepen-
dence in the decisions of the members of the ensemble.
Xu et al. [Xu, Krzyzak, & Suen 92] proposed that this
independence can be achieved if the experts are trained
over different data sets. However, considering that all
the experts are modeling the same function that de-
fines the real class of each observation, it is unlikely
that they behave independently as required by these
ensemble methods.

Ensembles using behavior-knowledge space (BKS)
do not assume that the decisions of the classifiers are
independent, and when they are, this method and the
Bayes method should obtain the same performance,
since they are based on the same principle.

When the BKS method is used with D experts that
decide between M classes, then there exist (M + 1)”
possible combinations of decisions to be taken into ac-
count. We also require enough samples from each pos-
sible combination of decisions to obtain a representa-



tive number of observations. For example, consider
an ensemble of five experts and three classes using 10
samples per combination. This will require at least
10240 observations to train, which may or may not be
reasonable.

Maximum accuracy of an ensemble. The section
above outlines when each kind of combination scheme
is likely to perform better than others. When there is
not enough data available for training it is better to
use Bayesian ensembles than BKS, and the Dempster-
Shafer combination is better suited than other combi-
nation techniques to manipulate uncertain decisions of
the individual classifiers.

This analysis could lead us to believe that even when
some ensemble methods might not obtain better accu-
racies than the single classifiers, careful selection of the
combination method, or creation of other combination
methods, will always allow us to find a way to im-
prove the performance obtained by any single expert.
There is, however, a limit in the accuracy ensembles
can achieve regardless of the combination method used.

Let 6 be the set of all possible classes {1,...,M}
to which an observation can belong. To obtain the
maximum accuracy achievable by any ensemble of D
experts, we define function G:(0 U {M + 1})? — 4.
Given the decision of D classifiers regarding the class
of an observation x, e1(x) = ji,...ep(z) = jp, G
returns the class with the most observations for that
combination of decisions. Given G, we can then define
the maximum accuracy that can be obtained by an
ensemble as:

M+1 M+1
Zjlzl s ZjDzl Mj1..ipG(41.--4D)

N

where nj, .. ;. represents the number of samples of
class C; that have been classified as ex(x) = ji by
each expert k = 1,...,D, and N is the total number
of samples considered.

Experiments

We carried out several experiments to test the predic-
tive value of the estimates for the performance of the
ensemble methods, as well as the expected behavior
of these methods considering their reliability and the
independence of their decisions.

Four data sets were taken from the UCI reposi-
tory: Tic-Tac-Toe Endgame, Wisconsin Breast Can-
cer, Pima Indians Diabetes, and Credit Screening
databases. These data sets were used to train three
different classifiers, whose results were then combined
to obtain the integrated classifier.

Data

The data sets chosen were the only ones suitable at
UCI, because of their number of observations, number
of classes, noise, and missing features. In general we
chose data sets that had more than one hundred ob-
servations per class. We wanted the groups chosen to
be a mixture of noisy/not noisy, with/without missing
features. All the data sets chosen contain two classes.

Each data set was partitioned into four subsets. The
single classifiers were then trained using one of the
groups, and the accuracy of the resulting classifier was
measured using the examples in the other three groups.

The performance of majority voting was tested us-
ing the three partitions not used to train the classifiers.
The behavior of the ensembles requiring knowledge of
the performance of their members was evaluated us-
ing one of the remaining groups to train the ensemble
and the other two to test them. The training of the
ensemble methods involved obtaining:

e Bayes: the confusion matrices for each of the mem-
bers of the ensemble;

e BKS: the Behavior-Knowledge Space matrix;

e Dempster-Shafer: the recognition, substitution, and
rejection rates for each individual classifier;

e Logistic Regression: the constant parameters of the
logit function for each class.

This procedure was repeated for all permutations of
the four groups in each data set to train the single
classifiers and the combination method, and to test
the ensembles. Thus, except for majority voting, the
ensembles were tested in twelve different ways.

Classifiers

The ensemble of classifiers requires, as data, the deci-
sion of several experts with respect to a given obser-
vation. For our experiments we used three different
classifiers, each of them based in a particular machine
learning paradigm. The classifiers used are:

e Bayesian belief network. No modification or selec-
tion of features was done except discretization of
continuous data by means of minimum entropy. This
kind of classifier returns the probabilities that a sam-
ple belongs to each class. To obtain the result of the
classifier we take the class with greater probability.

e Backpropagation neural network. This classifier re-
turns a number between 0 and 1. We considered a
sample as belonging to a class if the difference be-
tween the output produced upon the analysis of that
sample and number between zero and one assigned



to that class is the minimum. Since all the data sets
used have only two classes, the numbers assigned to
the classes are 0 and 1.

e Decision tree. This kind of classifier returns a label
representing the predicted class of the ensemble.

Conclusions

Combining multiple classifiers requires a uniform rep-
resentation of their decisions with respect to an obser-
vation. In order to assure the ability of the ensemble
methods to combine the decisions of different types of
classifiers, we considered only methods that use a la-
bel for each classifier that indicates that the expert
assigned the sample to the class represented by the
corresponding label. We described several methods of
combining classifiers that consider this restriction and
use different information about the performance of the
experts, to obtain the class that represents with great-
est accuracy the set of samples described through each
combination of decisions.

The impact of ensemble method and rejection
rate. Majority voting ensembles, which do not use
any information about the behavior of their mem-
bers, were shown to perform almost as well as other
more complex ensemble techniques when the recogni-
tion rate of all the classifiers is approximately the same
and they do not reject any sample. However, when the
performance of the ensemble members is not uniform,
or samples are rejected by them, the performance of
majority voting is affected negatively.

The experiments showed that from the ensembles
that use measures of the performance of their members,
the ones based on Bayes’ theory, behavior-knowledge
space and Dempster-Shafer theory of evidence perform
similarly in all the cases. However, when the mem-
bers of the ensemble have rejection rates greater than
zero we observed an improvement in the performance
of Dempster-Shafer combination, while the accuracy of
the ensembles based on BKS was decreased. The ac-
curacy of the Bayesian ensembles was not affected by
rejection rate.

The ensembles based on logistic regression proved
to be unreliable. We observed that in some cases
they performed much better than any other ensem-
ble method, while in other cases they performed worse
than the least accurate of their members.

The impact of the upper bound. Even though it
has been shown that ensembles of classifiers sometimes
improve the accuracy of their members, this certainly
is not always the case. We proposed an upper bound to

the recognition rate achievable by any ensemble that
uses only the output class of each classifier. The exper-
imental results showed that the ensembles can improve
the accuracies of their members only when this bound
is much greater than the accuracy of the best classifier.
We also showed that this upper bound is a tighter ap-
proximation to the real accuracy of the ensemble than
the one proposed in [Matan 96] for majority voting
ensembles. However, even when the ensembles of clas-
sifiers may not always improve the recognition rate of
their members, they can often improve the reliability
of their results.

The impact of statistical independence. One
of the major restrictions for the applicability of the
Bayesian combination is that the decisions of the ex-
perts involved in the ensemble must be independent,
or at least conditionally independent given the class.
We showed that this ensemble method can also be used
when this condition is not satisfied. In the experiments
the accuracy of the Bayesian ensemble was comparable
to the accuracy of ensembles based on BKS, which do
not make any assumption about the characteristics of
the data to be combined. In fact, the Bayesian ensem-
ble sometimes outperformed the BKS ensemble.

Open problems. There remain many open prob-
lems, both theoretical and experimental. We conclude
with two of the most interesting. First, we established
an upper bound for the accuracy of any ensemble; how-
ever we still do not know how bad the performance of
an ensemble can be. For this reason it would be helpful
to obtain a lower bound for the accuracy of the ensem-
ble. Second, our experiments used only three experts.
It is possible that the use of more experts will obtain
greater improvements in the accuracy of the ensembles
with respect to their members. So important ques-
tions remain: how many classifiers are required in an
ensemble to obtain a desired accuracy, and how many
are needed for an improvement over the accuracy of
the best single classifier?
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